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        What is Information? 

 

Consider the following two sentences –  

i) This short sentence contains relatively little information. 

ii) This longer sentence, containing 2.8 times as many characters as the first 

sentence (excluding punctuation) possesses 2.8 times as much information 

as the first sentence. 

Are these statements correct? Which of these sentences really contains more 

information? The first sentence or the second? And if the second sentence contains more 

information then by how much more? 

 Most people would obviously point to the second sentence. But is this correct? And 

does it always follow that longer sentences necessarily contain more information? 

 The natural inclination to correlate the length of a sentence with its 

information size is not entirely misplaced. But is this the full story? Can we always look at the 

relative length of sentences to determine their relative information content? 

 Information is a somewhat nebulous and abstract concept. We all have some 

kind of intuition about what we think information is, but it is not necessarily easy to pin down 

a good definition of information that captures its true essence - at least working from 

common sense alone. A good starting point in this quest however is to look to Information 

Theory – a branch of mathematics invented by Claude Shannon, a pioneer in the field of 

modern communications theory.  

Claude Elmwood Shannon (1916-2001) was born in Gaylord, Michigan on April 30th 

1916. Despite being relatively unknown Shannon’s theory was revolutionary in developing 

and modernizing electronic communication systems. He received his BSc in 1936 from the 

University of Michigan and received his doctorate in 1940. Starting in 1941 he spent 31 

years at Bell Labs as a research mathematician. In 1948 he published a paper called The 

Mathematical Theory of Communication. This document marked the beginning of 

Information Theory.  

Modern communications systems are digital, which means their signals can only ever 

take on two discrete values – 5 volts and 0 volts. Engineers use the labels 1 and 0 

respectively to represent these two voltage values. Any quantity that has the property of only 

having two discrete values is known as a binary quantity. And a single binary quantity in 

digital electronics is known as a binary bit.  

A nice intuitive way of illustrating how information theory works in digital systems is 

by considering a coin-tossing experiment. The person at the transmitting end of a 

communication channel flips a coin. He then transmits the outcome of the coin toss as a 

digital signal to a person at the receiving end of the communication channel. A coin can be 

regarded as a physical instantiation of a binary bit, since it can only ever have two ‘values’ – 

heads and tails – just as digital signals can only ever have two values - 1 and 0. When we 
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want to transmit a signal that represents a head we will transmit a binary 1, and when we 

want a signal to represent a tail we will transmit a binary 0.    

If a coin is tossed a number of times and a record is made of the sequence of 

outcomes, then it is reasonable to suppose the number of bits of information required to 

transmit this sequence is equal to the number of times the coin is tossed. If for instance we 

tossed a coin three times and it landed HHT (heads, heads, tails) we would transmit the 3-bit 

data sequence 110, consistent with the assignment we have chosen. Suppose however we 

have a coin that is biased, that is to say there is no longer a fifty-fifty chance of it landing on 

heads rather than tails. We can perhaps imagine the coin has been deformed in some way 

that leads to this bias. Providing we have some idea of the extent of the bias we can use this 

prior knowledge to reduce the number of data bits that are necessary to transmit the 

sequence. 

If we step back for a minute and look at what we are suggesting here it might seem 

odd that we can do this. We have so far suggested, quite reasonably, using one data bit to 

represent each outcome of a coin throw. How can we possibly use less than one binary bit to 

represent a head or a tail? It’s not immediately obvious we could do ever do such a thing.  

What’s the trick? The trick is a statistical one. What we are really doing is using on 

average less than one data bit per throw of the coin. We are exploiting a prior knowledge of 

the expected distribution of coin states to transmit on average less than one data bit per coin 

flip. In the language of communications engineering we are said to be compressing the data. 

So how exactly does data compression work? Suppose we want to transmit the 

outcome of six throws of a biased coin and we know the expected distribution of the coin 

favours tails over heads. And suppose further we have precise information about this bias, 

which in this case we will say that for every six throws of the coin we can expect five tails 

and one head to occur. Clearly this does not mean that for every six throws of the coin we 

will get exactly five tails and one head, no more than the normal fifty-fifty odds of tossing a 

coin means we will necessarily get the same number of heads and tails. So to ensure that in 

our case we always get exactly one head for every six throws of the coin we will alter things 

slightly. Let’s suppose we have six separate coins placed on a table tails up. We have a die 

(singular of dice) which we throw each time to randomly decide which of the six coins to turn 

over. A signal is then transmitted over the communication channel to inform the receiver of 

which coin is now facing heads. So if coin number 2 is turned over for instance we would 

need to transmit the 6-bit data signal 010000. Or if coin number 4 was turned over we would 

need to send 000100. After transmitting the signal the coin is turned over to tails again and 

the process is repeated ad infinitum. 

The question is this – could we use less data bits? Do we actually need to transmit 

the full 6-bit data signal each time, or is there a more efficient way?  

 Yes. There is a more efficient way. It now makes sense to send a signal signifying 

only the position of the single head. Since we have just one head for every six ‘throws’ of the 

coin why bother transmitting all those tails. If a signal is sent that encodes the message 

position 4 then the recipient at the other end can easily reconstruct the sequence TTTHTT – 

providing he has been informed beforehand that the signal he receives each time will 

represent the position of a single head within a 6-bit data sequence. There is clearly no need 
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to explicitly transmit the entire sequence since the information we are sending is sufficient to 

generate the complete sequence at the receiving end. 

There is a minor detail we haven’t yet considered however. You might get the 

impression so far that we would only need to send one data bit for every six throws of the 

coin. This however is not the case. Suppose that a head turns up in the sixth position. We 

want to send a signal which encodes the message position 6. We don’t have to encode the 

word position of course since we have already established a protocol with the receiving end 

that we are encoding positions. But we do have to encode the number 6. How do we do 

this? Remember we are working in binary now. So we have to understand how binary works 

in order to know how many data bits we need to transmit. I have included in the appendix A 

an explanation of how to represent decimal numbers in binary, so will assume for the 

remainder of the article the reader’s familiarity with this.    

We need to have a sufficient number of bits in order to encode the decimal numbers 

one through to six, since these numbers will represent any possible position the head can be 

in. We will require the following binary numbers:  

DECIMAL   1   2   3   4   5   6 

BINARY 001 010 011 100 101 110 

As you can see we need only 3 binary bits to represent all possible positions the head can 

be in within a 6-bit data sequence. In other words we can now transmit just half the number 

of binary bits that we did before encoding – a compression ratio of 50%! 

There is one more caveat. We have perhaps forgotten that we got around the original 

problem – the discrepancy between theoretical and actual distributions – by introducing a 

slight variant to the original coin throwing experiment. We decided to throw a die and turn 

just one coin each time, therefore ensuring a fixed number of heads per data segment. In the 

original experiment this was not going to happen, even though the theoretical distribution 

predicted it would. So now we have to confront the original problem of varying numbers of 

heads per data segment. This is a problem because now the receiver will have no indication 

of when the next data segment begins. The method we just used presented no such 

problem. The receiver acknowledges a new data segment each time 3 data bits are 

received, as illustrated below. 
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A snapshot of a typical incoming data stream                

 ……. 010100001110001100101011011101…….. 

 

How the receiving end views this data stream 

 

   

 New data segments 

Encoded Positions –   ….2, 4, 1, 6, 1, 4, 5, 3, 3, 2……   

 

Reconstructed binary sequence 

….010000 000100 100000 000001 100000 000100 000010 001000 001000 010000….. 

 

Original head-tail sequence reconstruction …..THTTTT TTTHTT HTTTTT 

TTTTTH HTTTTT TTTHTT TTTTHT TTHTTT TTHTTT THTTTT…. 

 

What’s the solution? We need to insert control bits within the data stream to indicate 

where the segments start and end. Our only proviso is the control bits needs to be 

distinguishable from the data bits. So one possible way of achieving this to use any number 

not between 1-6. 

So we now have two kinds of data: 

 – data bits:        numbers 1-6 

– control bits:    not numbers 1-6  

So we could use say a 0 (000) or 7 (111) as the protocol indicating a new data 

segment. This technique would get round the problem but would mean on average we are 

still transmitting 6 data bits like we originally were without any encoding. But all we really 

need to do is send a single 0 to say to the recipient we haven’t reached the end of the data 

segment and a single 1 to say we have reached the end of the current data segment. We 

can distinguish these control bits by simply placing them as the last digit on each data 

package. Therefore we will be sending 4-bit data segments per throw of the coin rather than 

6-bit data segments. The receiving end will understand the first 3 bits of each segment to 

represent the position of the head and the last bit to stipulate whether or not to start a new 

data segment.   

010 100 001 110 001 100 101 011 011 010 
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This technique is illustrated below 

 

A snapshot of a typical incoming data stream:    

       …01001101001101000110100101001011... 

(The actual data packets:    …0100  1101  0011  0100  0110  1001  0100  1011...) 

How the receiving end views this data stream 

 

    

New data segments 

Encoded Positions  –   ….{2, 6}, {1},{ 2, 3, 4}, {2, 5}……   

Reconstructed binary sequence 

….010001 100000 011100 010010….. 

Original head-tail sequence reconstruction …..THTTTH HTTTTT THHHTT 

THTTHT…..   

Problem sorted! 

It should be noted that in this particular case we have sent more data bits than we 

would without any encoding – notice the original head-tail sequence is shorter in length than 

the incoming data stream! But this is simply because the shown data is very 

unrepresentative of the theoretical distribution of a coin which should generally have a 

frequency of only one head per every six throws. If I had shown data more typical of the coin 

we are actually considering it would have been more difficult to illustrate the technique. If we 

had actually considered a more representative example where only one head occurred per 

6-bit data segment, then the raw data (not encoded) would have been 8 × 6 = 48 bits long, 

since we had 8 heads in total. But as can be seen we only transmitted 32 bits, the same as 

we would have transmitted if only one head per segment had occurred. That is a 

compression ratio of 67% (  ), which is what we would expect if we transmit a 4-bit data 

packet for every 6-bit data segment.       

There is as you might imagine considerably more to data compression than this 

simple example demonstrates. The development of highly sophisticated data compression 

algorithms is a major field of research in data communications engineering. Our example 

was relatively trivial, but it did highlight the fundamental principles of data compression.   

We can look at what we’ve done in slightly more abstract terms. We have basically 

taken one data structure and transformed it into another data structure. The difference 

between the two data structures is the inherent degree of redundancy. This is essentially 

what we are highlighting here. It is not necessary to consider anything much more 

010 110 001 010 011 100 010 101 
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complicated than this. A more complex example would contain more detail but would not 

change the basics of what we are doing.  

The reason we are studying data compression is that it will lead us in a natural way 

to a mathematical formulation of information. The associated equation will be derived in part 

two. Before we move on however it might be informative to take the technique outlined 

above, apply it to a slightly less trivial example, and attempt to quantify the level of data 

compression achieved.  

Suppose we now have a coin which is so heavily biased that the probability of getting 

heads is just one in a thousand. Instead of transmitting 6-bit data segments we will now 

transmit one million-bit data segments (1 megabyte of data). So instead of tossing the coin 

six times and transmitting the data we will now toss the coin one million times and transmit 

the data. Therefore the two key differences in this example are the bias of the coin (it is more 

biased) and the size of the transmitted data segments (they are larger). Consistent with what 

we just learned we would send only the heads data, as we know this will dramatically reduce 

what we have to transmit to the receiving end. Each head has some position in the 

sequence like before, only now it will be a number between one and a million rather than a 

number between one and six. How many data bits do we need to represent numbers this 

large?   

If N is the number of data bits we are going to transmit then the number 2N needs to 

be equal or greater than one million (see appendix A).  

 219 = 524288 is less than a million 

 220 = 1,048,576 is greater than a million 

Therefore we will need to transmit a total of 20 data bits for every throw of the coin. 

These 20 data bits can represent all numbers between one and a million inclusive, which 

covers all possible positions the head can be in within a one million-bit data segment. How 

many data bits do we need to send on average? If we toss the coin one million times we 

expect to get about 1000 heads, since we have already stated the for every one thousand 

throws of the coin we expect about one head (a thousand time a thousand is a million). And 

we have just established we need 20 data bits to specify where this head occurred within the 

million throws. So all in all we are sending one thousand 20-bit binary numbers for each 

million long sequence of coin throws. And 1000 × 20 = 20,000 data bits. This is 50 times 

less bits we would otherwise send without any encoding! Or put another way for every throw 

of the coin we only need to transmit 0.02 data bits. Quite impressive! All we have really done 

is apply the same technique as previously but changed a couple of parameters. Strictly 

speaking however we should include the control bits also in this calculation. Remember 

there is one control bit for every head that occurs. We have one thousand heads so need 

one thousand control bits. So we actually transmit 21,000 data bits in total, which is just 

under 50 times less than we would without encoding.         

We can actually make a higher saving by making one simple modification. Rather 

than encode the absolute positions of the heads we can instead encode their relative 

positions. In general this will require fewer bits. If the first four heads occur in the absolute 

positions 504, 1561, 2156 and 2609, their relative positions will be 504, 1057, 595, and 453 

respectively. These relative numbers (as expected) are smaller than the absolute numbers, 
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so require fewer binary bits to represent them. We know that on average a head will occur 

one time out of every one thousand throws of the coin, and it is very rare that consecutive 

heads will appear more than 4000 flips apart. So the vast majority of heads can be 

represented by 12 binary bits, since 212 = 4096. So the entire one million long sequence can 

now be encoded into a sequence of around the length 12×1000=12,000 bits! The original 

sequence we are encoding is one million bits long and we are using just 12 thousand bits to 

represent it! This means for a single coin toss we now transmit on average 0.012 data bits!!! 

 Is there a limit to how far we can go? Common sense suggests we can’t keep 

chopping down the size of the sequence without limit. We are stripping away only 

redundancy, so once all redundancy is removed there is only information. Downsize any 

further and this is what you will be losing – which we obviously don’t want. So we have to 

know when to stop! But when?  

This is where Shannon’s Source Coding Theorem comes into the picture. We will 

show in part two that the theoretical limit of the above example is 0.0114 bits per coin toss.  

We have managed to get down to 0.012 bits per flip so have already come pretty close to 

the theoretical limit just by employing this relatively straight forward encoding technique.    

This idea of stripping away all the redundancy contained within a message is 

essentially what I have been leading up to. Any code that achieves this is referred to as an 

optimal code (roughly speaking). According to information theory the information content of a 

message is defined as the number of bits required to transmit the message using an optimal 

code. And this definition makes complete sense as well. If we were to encode the message 

less efficiently using some other code that wasn’t optimal, which would obviously need more 

bits, we would not be transmitting any more information - despite the extra length. The extra 

length would just contain redundancy. Not information.    

At the beginning of this article we considered two sentences of different lengths. The 

question being posed was this: does the length of a message by itself fairly represent the 

amount of information contained in that message? Our ensuing discussion has enabled us to 

realize there is indeed another parameter that was needed. But what is that parameter and 

how exactly should we characterize it? From the discussion so far it seems this missing 

parameter would be the inherent redundancy of the message. Filter this out by optimal 

coding and we will have exposed the true information content of the message. 

Since we are drawn to this conclusion from our discussion it would be prudent to go 

back a few steps and look at things in a slightly different way. We will consider a simple 

down to earth scenario that will expose our incomplete analysis. 

Imagine that a friend rings you one day and states that she watched TV the previous 

evening. Suppose also that you knew this particular friend nearly always watches TV in the 

evenings. How much information has she given you? Not very much! It was pretty much a 

given she was watching TV anyway. She simply confirmed your prior expectations.  

Now suppose another friend rings you and tells you that he has also watched TV the 

previous evening. The difference in this case however is you know your friend rarely 

watches TV in the evenings, preferring instead to spend his free time down the local pub. 

How much information have you been given in this case? This time there seems to be more 
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information present. Instead of just confirming what you thought anyway there seems to be a 

genuine surprise element to his statement: I watched TV last night.  

But in both cases it seems the same information was given. I watched TV last night is 

still the same sentence regardless of who utters it. But from the above reasoning it seems 

the information content of the sentence does depend on who is saying it! So what’s going 

on?  

 If you feel the conclusions we are beginning to draw from this little telephone 

scenario are a bit premature, and you still maintain that the same sentence must necessarily 

contain the same amount of information regardless of who utters it, then consider one more 

example. 

Suppose yet another friend rings you and tells you that the president of the United 

States is Barrack Obama. In this case they haven’t given you any information at all! You 

knew with absolute certainty who the president of the united states was even before the 

telephone rang, so they can’t reasonably be said to have given you any information (we are 

of course assuming there hasn’t just been a presidential election and you don’t know the 

results yet).  

But suppose after this friend rings you they ring another friend, perhaps someone 

who lives in the North Pole who doesn’t actually know who the president of the United States 

is, and tells them exactly the same thing: the president of the United States is Barrack 

Obama. This time the same sentence appears to have information content to it! Perhaps 

then it not so much depends on who is making the statement than who is receiving it! 

In part two we will continue this discussion in an attempt to resolve the dilemma just 

presented. In order to do this we will need to broaden our current notion of what information 

is. This will be done firstly by looking to physics, and considering how the field of physics 

conceptualizes information. More specifically we will closely examine the concept of 

thermodynamic entropy and how this relates to the conceptualization of information 

presented to us by Shannon, as outlined above. Ultimately we are heading for a slightly 

more abstract view of information in line with the rationale for considering this topic in the 

first place – to see whether the concept of information is being misused by proponents of 

materialistic accounts of consciousness.  

In part two we will also discover how information can be represented mathematically, 

and derive an equation that meaningfully embodies its behaviour.  
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                 The Bigger Picture 

“cogito ergo sum” – roughly translated: “I think therefore I am.” One of the most 

well known philosophical statements of all time, uttered by French philosopher Rene Descartes back 

in the 17th century.   

What exactly do these words mean? 

 To understand this we have to consider the full context within which Descartes 

made the statement. Descartes was engaged in what is known in philosophical circles as an 

epistemological enquiry. The word epistemology is just a fancy philosophy word meaning theory of 

knowledge, an area of philosophy concerned with the issue of what we can reasonably claim to 

know for certain.  

 Which kind of things fall within this category? For instance do we know for certain 

there is a real physical world out there that objectively exists? Do we really know we have physical 

bodies? Can we trust our five human senses to be really telling us the truth about how the world is? 

Descartes questioned all of these assumptions. He was attempting to strip away all human 

knowledge that contained an element of uncertainty, that in his view couldn’t reasonably be said be 

fully paid up members of the circle of certain knowledge. However convincing our senses can be in 

telling us a story about how the world is he claimed, there could always be found some rational 

reason for doubting whether it was really true. The one exception to this rule however, and the only 

exception in Descartes view, was our justified belief that we are conscious entities. 

 At this stage you could be forgiven for believing Descartes to be holding a position of 

philosophical idealism, the view that only mental phenomena exist and the physical is just an 

illusion. But he was not of this ilk. Instead he fell under the category of dualist – which means be 

believed in both the mental and the physical realms. In fact we still often refer to this philosophical 

position today as Cartesian dualism, since Descartes was the philosopher that most vigorously and 

persuasively (from the point of view of Descartes contemporaries) argued the case for dualism.  

At the end of all this sceptism then Descartes really did believe there was a physical reality 

out there. But his central claim was that consciousness was the one thing we can be absolutely 

certain of. The one unshakable belief we are fully justified in having. Therefore this one assailable 

fact, he claimed, should form the foundational basis on which all our knowledge is based. Once 

recognizing this foundational cornerstone of human knowledge, the existence of consciousness, the 

only fact we can’t rationally deny, then we are in a good position to go about deducing other facts 

which might follow logically from the fact that we are conscious entities. Consciousness, in effect, 

was an axiom to Descartes. The mere fact he was thinking about consciousness in the first place, in 

his view, justified the firm and unshakable belief that he was in fact a conscious entity. And you can 

probably see his point. Hence his famous statement – “I think, therefore I am.” 
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 If Descartes had invented a time machine, whisked forward to our time, and 

observed the prevailing current scientific worldview, he would most likely utter something along the 

lines of “scuto in anno meliora!” – roughly translated: “What the f***!”  

What I am referring to is his undoubted astonishment at the fact that consciousness now 

plays second fiddle to physical matter. Generally speaking Western society holds physical matter to 

be more real and fundamental than consciousness. Consciousness is either deemed to be an 

epiphenomenon of physical matter (some kind of secondary by-product with no real effectual 

power) or in more extreme materialist views does not even exist!  

  Is this what science is really telling us though? Well that depends very much on what you 

mean by science. If you mean outdated 17th Newtonian mechanics, then yes, that is what science is 

telling us. If on the other hand you mean contemporary science (and by contemporary I mean pretty 

much all post-Newtonian physics), then no, it is not what science is telling us.         

I have had the good fortune to be able to study contemporary physics at university at 

undergraduate level. Most important of all was my opportunity to study the mathematical formalism 

of quantum mechanics. What I learnt shook me. But I don’t just mean shook in the usual sense, 

which applies to pretty much anyone who happens to study this most esoteric field of physics. It 

shook up my prior worldview, yes, but also it shook me up to realize that as a society we have 

continued to cling on so long to an outdated and very misguided conception of what science is really 

saying about the nature of reality. This is not a fact that sits easy with me.   

But what is the big deal here? Science works doesn’t it. It continues to furnish us with new 

and amazing technologies, such as smartphones, computers with vastly powerful processing 

capabilities, the internet, digital 3D movie theatres. It yields new cures for awful illnesses. Gives us 

incredible knowledge of the universe we live in. And many more things besides. Science does work. 

That can’t be disputed. 

It is not the application of science however to which I refer. It is the worldview that is 

created by science. Or at least the common perception of science. In reality the current prevailing 

worldview we now find ourselves in was created several centuries ago with the advent of the 

enlightenment and its associated science – Newtonian mechanics. Our worldview was not created 

by modern science. It is just that modern science has not yet been able to shift us out of that old 

Newtonian worldview. 

And why is that? I believe there are multiple reasons, but one stands out as being an obvious 

culprit. Modern science is highly counter intuitive. Newtonian physics on the other hand strictly 

conforms to our senses. In fact it is fair to say that Newtonian mechanics is essentially a formal 

declaration of our common sense intuitions of how the world works. Newtonian physics, in all of its 

entirety, is predicated on Newton’s well known three laws of mechanics: 

 

i) An object doesn’t move unless you push it 
ii) The harder you push an object around the faster it will move around 
iii) The harder you head-but a brick wall the harder it will head-but you back 
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I have slightly rephrased the three laws of mechanics of course, but this is essentially what 

they say. It is really just common sense stuff. And all of Newtonian physics is built on these three 

basic laws. It is all the numerous and subtle consequences of just these three basic principles that 

forms the entire edifice of classical mechanics. 

Quantum mechanics on the other hand sits at the other end of the spectrum. Quantum 

theory is about as counter intuitive as you could possibly imagine any theory to be. If the underlying 

principles of quantum mechanics were put in the context of some fictional piece of media work, 

such as a movie for instance, an audience unaware of quantum physics would probably have a 

dickens of a job suspending disbelief. They would find it all so preposterous they might well storm 

out of the movie theatre demanding their money back.  

The fact is that if you were intent on inventing a theory which is as diametrically opposed to 

Newtonian physics (common sense) as conceivably possible you would pretty much come up with 

quantum mechanics. Other modern theories such as special and general relativity aren’t much of an 

improvement either. And as for the recent competing grand unification theories, such as 

superstring/M-theory, and loop quantum gravity - well things just get crazier. One thing is for 

certain. We are never again returning to a common sense physics model of the world. Those days 

are gone forever.    

Why is all this of such central importance to this current series of blog posts? It is because 

our wrong assumptions influence and affect our thinking on a very fundamental level, and often in 

very insidious and subtle ways. Many of our attitudes and views, such as our ideas about where we 

think consciousness ultimately comes from, is implicitly shaped (or in some cases not so implicitly) 

by Newtonian based assumptions. Our ideas are essentially materialist. They take the physical as 

being fundamental and regard mental phenomena as secondary, or even in more extreme cases 

non-existent.      

 Does this really matter? So what if we our thinking doesn’t cohere too well with modern 

science. Society still functions just as well doesn’t it? Does it really affect things in any important 

way?  In my view - yes it does. And here’s why.  

  To answer this question lets begin by considering a fallacious bit of reasoning from one of 

my favourite scientists (not!) – Richard Dawkins. Richard Dawkins, as you may well be aware, sits a 

bit to the ant-religious side of the fence. What is his rationale for his strong anti-religious stance? He 

believes religions display too much intolerance. There may well exist an unwelcome degree of 

religious intolerance in the world. Even I don’t deny that fact. But this particular statement coming  

from a person such as Richard Dawkins is quite a hoot. In fact it is downright outrageous. He himself 

exhibits breathtaking intolerance. He encourages negative stereotypical thinking, discriminates on 

the basis of a person’s belief systems, and openly encourages and promotes a hateful disdain of 

religious people. But anyway, let’s return to that bit of fallacious reasoning that I referred to above. 

He seems to make quite a thing out of any religious person or religious group of people that he 

manages to dig up scandal on that have been responsible for some kind of atrocity, either in the past 

or present. He will then cite these cases as proof that religions are a bad idea per se. If he is 

presented with the common counter argument – the observation that atheists and non-religious 
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also are responsible for plenty of atrocities in the past and present, he will expound the following 

kind of argument: 

The atheistic views of a person do not directly lead to committing acts of violence and 

intolerance in the same way that someone’s religious views lead directly to committing acts of 

violence and intolerance. Take Stalin for instance. Stalin was an atheist and wore a moustache. 

Claiming that his atheistic views influenced his conduct has the equivalent sense of claiming that his 

moustache influenced his conduct. There is no more a causal connection between his behaviour and 

his having a moustache than there is a causal connection between his behaviour and him holding 

strong atheistic views. On the other hand there are plenty of instances where someone’s religious 

beliefs have directly led to some kind of atrocity. The causal connection between religious beliefs 

and adverse behaviour is clearly identified in such cases. And this justifies the view that religion is a 

bad idea.       

At first glance this seems like quite a watertight and robust argument. So where is the 

alleged flaw in his reasoning?  

There are two separate aspects to the shortcomings of this argument. Firstly there is a slight 

problem with many of the typical examples he cites as instances of where religious views have 

directly led to acts of violence. Let’s take so-called religious wars for instance. Control of others, 

whether for the purposes of acquiring resources for commercial reasons, or driven more by 

ideological issues, either political or religious, has been demonstrated repeatedly all throughout 

human history, and continues unabated to this day. It seems justified and reasonable to conclude 

from this observation that there is something about human nature that motivates us to try and 

control others, and readily use violence in an effort to do so. If we fight wars for religious reasons 

does that make religions a bad idea? If so then what about fighting wars for political reasons? Does 

this make politics a bad idea? And what about when we fight wars for commercial gain? Does that 

make business a bad idea? By the same logic it would. Is it not more reasonable to conclude that 

mankind’s violent and intolerant behaviour reflects aspects of human nature, and are not actually 

intrinsic aspects of politics, commercialism or religion?  

There is however another aspect to Dawkin’s flawed reasoning, this aspect I believe to be a 

more fundamental flaw. The worldview presented by Dawkins and people like him promotes the 

idea of a universe devoid of any real meaning, where life is short, brutal, and a constant competitive 

struggle for survival. The notion that this kind of outlook does not influence human behaviour is 

frankly naïve. I concede one thing. I don’t think it is necessarily easy to overtly identify direct causal 

links between this kind of worldview and associated bad conduct in the same way we can with 

religious incited hatred and conflict. But I would happily bet my house that if one was able to obtain 

a gods eye view of the world, and perceive all the latent causal links between certain behaviours and 

believing we live in a universe without meaning, we would come to a different conclusion than 

Richard Dawkins.   

In actual fact Dawkins is acutely aware of this problem. When it is suggested to him that this 

worldview paints a bleak picture he retorts by claiming that all the amazing discoveries of science 

should keep us from feeling too down about things. Hmm, I don’t know about this. So OK there is no 

god and there is no afterlife, and the universe has no meaning, and ultimately our lives have no 

meaning. But if you are having a problem with that, and if you are maybe grieving over the loss of 
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passed away loved ones – then hey, read a good chemistry book! And if that doesn’t quite hit the 

spot throw in a bit of physics or biology maybe. That will definitely get you on the right track again. 

You will be feeling as right as rain in no time at all! 

I might be expressing this in a slightly facetious manner but it is still the basic essence of 

what Dawkins is stating. I personally love science. Like Dawkins encourages, I feel awestruck by our 

scientific achievements, our fantastic technologies, and our amazing insights into the nature of the 

universe. But if a loved one passes away I don’t feel the inclination to whip out a good chemistry 

book and start reading. The reason – love of science will no more satisfy a spiritual need than a love 

of football will. This fallacy is basically what philosophers fondly refer to as a category mistake. It is a 

conceptual confusion to identify a passion for the sciences, arts, sports, or any of these kinds of 

things, as a meaningful substitute for spiritual fulfilment, as if they are the same type of thing. They 

are fundamentally different kinds of things. And deep down I think Richard Dawkins knows this as 

well. He certainly buys into his own bs often enough. I don’t doubt that for a minute. But in this one 

case I don’t believe Richard Dawkins really buys into what he is saying. And if he does then he is not 

nearly as intelligent as people purport him to be. 

I am aware of the possible counter argument to what I have just stated however. And it is an 

argument more or less congruent with Jean-Paul Sartre’s major existential work Being and 

Nothingness. Sartre made the somewhat obscure but catchy statement in his philosophical work 

that humans are “condemned to be free.” What was he talking about? He was basically trying to turn 

a negative into a positive. He was saying that in recognizing and embracing the fact there is no 

inherent meaning in anything provides us with the freedom to impose our own meaning onto the 

universe and our lives. We could literally define the meaning of our lives by simply conjuring a 

meaning out of thin air so to speak. This I fear is fanciful thinking. To artificially project some kind of 

meaning onto an intrinsically meaningless universe is a tricky business, and Sartre conveniently 

skimps on any instructions on how we are to go about doing this. Life is full of great hardship and 

suffering for many millions of people around the globe. And at the end of this brutal miserable 

existence what happens according to Sartre – we just fizzle out of existence in much the same 

manner that we popped into existence in the first place. One meaningless puff of smoke later and it 

is game over. We are dog meat. To remain upbeat in the face of such bleak facts is no mean feat. I 

am not saying that all atheists are miserable however. But apply this worldview to the general 

population en masse and it is the perfect recipe for many of the destructive behaviours that are 

prevalent in western societies. We may not see the causal chain. But I believe it is there.    

   But this has bought me to what I was discussing in the first place – why I believe it matters 

so much that we properly understand what science is really telling. It is a picture very different to 

the one espoused by people such as Richard Dawkins. And it is important that we start to recognize 

that fact.    

 My intermediate goal, and the focus of this current series of blog posts, is not particularly 

ambitious. It is simply to promote clear thinking. And the prime target of my clear thinking campaign 

is the foundational concepts upon which the vast majority of materialistic accounts of consciousness 

rest on. And to that end I have started off with an appropriate analysis of the concept of 

information. This will expand into other areas as we go along.  
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It is especially vital that we come to grips with these foundational concepts, since, in my 

view at least, the apparent power of just about all materialistic explanations of consciousness come 

about via a poor and indeterminate grasp of the underlying concepts upon which the theories are 

predicated on. Indeed I think it is fair to say that the true power of these kinds of explanations 

essentially resides in their vague and poorly defined underlying ideas. Shake off that vagueness and 

the theories one by one start to crash and burn. It is my contention that a sufficiently detailed and 

comprehensive discourse of these foundational concepts will always be to the detriment of the 

materialistic theories which they are supposedly supporting. At this stage you will have to simply 

believe me when I say that having a firm grasp of these underlying key concepts makes these 

theories appear very dubious indeed. In fact they simply fall apart right in front of your eyes. They 

start to look very silly. 

     In addition to the intermediate aim that I am addressing with this current series of blog 

articles, I intend to write a future series of articles entitled The Quantum Revolution of Mind and 

Matter, in which I will be developing the mathematical formalism of quantum mechanics. The 

purpose of this is to enable the mathematical formalism of quantum theory to be accessible to 

people who have no prior knowledge of mathematics (apart from maybe being able to add up and 

stuff). This might seem like quite a formidable task. Anyone who has perused academic text books 

on quantum mechanics might find this idea highly implausible. Contained within the pages of such 

books you will typically find numerous monster-sized equations so complex looking they make the 

Chinese language seem relatively straight forward to learn. And alongside all this nastiness there will 

be elaborate and detailed mathematical proofs as long as your arm, or even longer, using logic so 

subtle it makes your brain ache trying to follow it all. But it is prudent at this juncture to make a 

distinction between two different aspects of the mathematics contained in academic books on 

quantum mechanics. Since these books are normally written with future physicists in mind there is 

typically a lot of emphasis on number crunching exercises. A physicist, in addition to understanding 

the theory, must be able to put it to good use as well. So to accommodate this much of the 

mathematics in these books will be devoted to honing the number crunching skills of these 

prospective physicists. But we don’t need to go there. Once filtering out all these nasty sums what is 

left over does not look so bad. The notation might look a bit scary from a non-mathematician’s point 

of view, simply because it may as well be in written in Chinese. But once these equations are 

systematically explained, and the notation clearly elucidated, there is not so much to worry about. I 

will be continuing to use some mathematics from time to time in this series of articles, and the 

manner I am developing this will (hopefully) lead organically, both conceptually and mathematically, 

to quantum theory. As a particular example of this, our current investigation into the concept of 

information will eventually lead to a dramatic expansion of our notion of what information is. We 

will ultimately look at information within the context of quantum theory and try to discover the 

nature of the relationship between information and energy.  

I won’t be covering all the maths I need for quantum mechanics in this particular blog series 

however, so will be writing another series of blog articles (hopefully concurrently with these articles 

if I have time) called Quantum Theory: A Mathematical Primer. This will cover everything that I need 

to cover in order to fully and meaningfully develop and explicate the mathematical formalism of 

quantum mechanics.  
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If you are the sort of person who despises mathematics with all your might (and some 

people do) then you probably won’t find my series of articles on quantum mechanics is for you. 

However if this is not the case, but you simply feel you have no natural aptitude for the subject, that 

is a different matter, and I suggest you give it a shot anyway - if indeed you have any interest in 

understanding quantum mechanics. I will be developing all the mathematics in a manner that does 

not assume any prior knowledge of mathematics on the part of the reader. And just as importantly 

not have any unrealistic expectations of how much readers are prepared to make their brain hurt in 

order to understand the theory.          

Why am I doing this? Because I’m sad. But apart from that. Popular science books on 

quantum mechanics are ten to a dozen in bookstores, some of which provide very well written 

qualitative expositions of quantum theory. Why do we need more than this? Well I can only speak 

from personal experience. There have been two benefits that I have gained from understanding 

quantum mechanics at this level of mathematical detail. Firstly, prior to my formal studies it was 

difficult to pin down a particular interpretation of quantum mechanics out of the many competing 

interpretations currently being espoused by philosophers and physicists. Having now formally 

studied the subject I am able to align the various statements made in popular science books, in the 

media, and on the internet, with what I factually know to be true. I can now readily identify 

statements that are not congruent with the theoretical and experimentally verified facts of quantum 

mechanics. And this is quite useful. The best way for me to illustrate why this is so useful is to ask 

you to cast your mind back to an old 90s TV show called X-Files. Featured in this series were two 

main cast members – Mulder and Scully, who were deliberately designed to be stereotypical polar 

extremes of each other. Scully would always zealously scramble for the most rational down to earth 

explanation for all the constantly weird goings on and alien abductions that were a regular feature of 

the show, whereas Mulder on the other hand would do the exact opposite by just as zealously 

gravitating towards the most supernatural explanation he could possibly conjure up to explain what 

was going on. The truth was invariably somewhere between these two extremes. This provides a 

very good analogy for understanding the current situation with quantum mechanics. There are some 

people who misuse quantum mechanics, sometimes unwittingly because of a genuine lack of 

understanding, and sometimes intentionally due to some sort of vested interest in doing so, which 

reflect a Mulder type personality. The mulders might claim for instance that quantum mechanics 

provides verification of telepathy. This claim however is a misrepresentation of what quantum 

mechanics is saying (although arguably it makes phenomena such as telepathy a more plausible 

possibility). On the other extreme there are the scullys, who will downplay certain aspects (normally 

the more profound ones) of quantum mechanics because they either can’t or they don’t want to 

accept these facts. I am in a very good position, as you will potentially be, to swiftly identify 

statements and claims that are not strictly congruent with the theoretical aspects of quantum 

mechanics. But in order to do so efficiently it takes more than the standard popular science book 

understanding of quantum theory. A superficial description of quantum theory will not enable you to 

fully understand all the intricate and subtle arguments for and against certain interpretations of 

quantum mechanics. 

There is a second potential benefit also. Every minute of every day our senses are feeding us 

a Newtonian picture of the world. By understanding quantum mechanics at the level I am proposing, 

which means not just understanding a bunch of equations but also all the reasoning that led up to 

them, greatly offsets this constant conditioning our physical senses are feeding us. In fact at this 
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proposed level of understanding you can run through all the major developments of quantum theory 

in your mind, starting with the observed facts and ending with the main equations, with all the 

reasoning for introducing the equations inbetween. You can essentially understand quantum 

mechanics to the degree you would if you had actually developed the theory yourself. You can 

actually get into the minds of the pioneers of quantum mechanics and imagine it was you there 

instead, and you were trying to develop a mathematical framework to explain the observed facts. 

You then run through all the reasoning ‘you’ used to arrive at the finished results. Running through it 

in your mind in this way gives quantum mechanics a reality you will never get from popular science 

books. 

I might perhaps be creating the impression in some people’s minds that I believe the 

panacea to moving on to an improved and more accurate worldview is simply to understand 

quantum mechanics better. I don’t by any means believe this is all it will take, but I do see this as 

instrumental to the process. In western society we are generally hardened in our conviction that 

science is the ultimate and only path to truth. I don’t necessarily agree with that philosophy, but I 

think if we are under that conviction anyway we should at least be more careful in the conclusions 

we are drawing about what science is saying.   

Some people sincerely believe we are already experiencing a paradigm shift. And perhaps to 

some degree that is a valid observation. But going back to the Copernican revolution, that paradigm 

shift only really occurred when the average person walking down the street no longer believed we 

were at the centre of the universe. The equivalent situation is not true of today. But I believe it will 

happen, as it is inevitable that at some stage we will finally catch up with what our science is truly 

telling us about how the world is.  

If you continue to follow my blog articles on this subject you should find the affect similar to 

learning a new language - but in reverse. When you learn a new language, and gradually accrue 

more and more vocabulary of that language, the sounds you hear from people speaking in that 

tongue sound less and less like gibberish and more and more like sense. And the converse will apply 

here. As you increasingly assimilate more and more new ideas, the sounds you hear from the 

materialists will seem more and more like gibberish, and less and less like sense. Their explanations 

of consciousness will cease to have any real meaning. 

 If you find this to be the case then I will have accomplished my mission.      

 

 

“You cannot trust your physical senses to give you a true picture of reality. They are lovely 

liars, with such a fantastic tale to tell that you believe it without question.” 

- Seth Speaks by Jane Roberts 
  

 

                                 



18 
 

APPENDIX A                 Binary 

 

Before trying to understand binary it would be useful to quickly examine the decimal 

number system. If we understand number systems in one base we understand number 

systems in all bases.  

The word base refers to how many symbols are used in the number system. The 

usual number system uses the ten symbols – 0,1,2,3,4,5,6,7,8,9 – so is a base 10 number 

system (or decimal). These symbols in themselves clearly don’t allow us to go any higher 

than the number nine. So we have to do something we get around this obstacle. The basic 

strategy is to use the digit’s position within a string of digits to indicate what number that digit 

is worth. So to this end we have a units column, a tens column, a hundreds column, and so 

on. Therefore if we write the number 23 what we really mean is 20 + 3. And if we write the 

number 564 we really mean 500 + 60 + 4. We leave the addition signs out and tacitly 

assume they are there.  

Because there are 10 symbols, when we go to the next column up the digit placed 

there will have a number weighting 10 times greater than it would if it were placed in the next 

lower column. This simply follows from the fact that when the previous column has been 

exhausted of all available digits we want the transition into the next higher column to 

generate a number one value higher than the highest number available from using all the 

previous columns. If we were not to do this the numbers would not follow a logical sequence. 

We would not be incrementing by one whenever we counted using the number system. 

 When we multiply a number by itself, such as 10 × 10, we find a quicker way to write 

it by using exponents, or powers. The value of the exponent is simply reflecting how many 

times we are multiplying the number by itself. So 102 means 10 × 10, 103 means 10 × 10 × 

10, and so on. It is just a convenient notation to write things in a quicker way. So we can 

show the decimal number system as illustrated below. 

            105      104      103      102      101      100                                                                                                                                                                                                                                                                                                                                                                      

                    3          0          7         4        0          2 

        which in more explicit terms is:-  

3 × (10 × 10 × 10 × 10 × 10) + 0 × (10 × 10 × 10 × 10) + 7 × (10 × 10 × 10) +  

4 × (10 × 10) + 0 × (10) + 2 × 1  

 

= 30,0000 + 0 + 7000 + 400 + 0 + 2 = 30,7402 

 

The only difference with binary is there are now only two symbols we are using to 

represent all the numbers – namely 0 and 1. So when we go to the next column up the 

weighting of the digits is double what it would be if it were placed in the next lower column 

down.     
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We can show a binary number as illustrated below. 

          25       24          23         22       21         20                                                                                                                                                                                                                                                                                                                                                                      

                          1        0           1           0        0          1 

 

Which in more explicit terms would look like:- 

1 × (2 × 2 × 2 × 2 × 2) + 0 × (2 × 2 × 2 × 2) + 1 × (2 × 2 × 2) + 0 × (2 × 2) + 0 × (2) 

 + 1 × 1 

 

= 32 + 0 + 8 + 0 + 0 + 1 = 41  

  

All number systems follow exactly these principles. A base 16 number system is 

sometimes used to represent binary numbers in a more concise fashion. This number 

system is referred to as a hexadecimal. It simply uses the extra symbols – A,B,C,D,E,F. 

Since this provides an additional 6 digits that can be used in each column before moving to 

the next, the column weightings will be 16 times the weighting of the previous column.   
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APPENDIX B        Probability 

 Consider the partitioned square below as representing an enclosed space over 

which a robot can move around. The smaller squares could be regarded as designated regions the 

robot can occupy at any given time. The one constraint is that the robot cannot move outside the 

region of the large square which encloses the smaller squares. We will say for convenience that the 

large square is a house and the smaller squares are rooms in the house. The robot is programmed so 

that it moves in a random manner between the rooms of the house, so at any given moment there is 

equal chance it could be in any one of the rooms. We are not allowed to look however to know 

which one. We will suppose there are no windows to the house and the roof prevents a bird’s eye 

view of the inside. 

Since the robot is not able to penetrate the walls of the house to go outside we have certain 

knowledge that it is located within one of the rooms A,B,C,D,E,F,G,H,I at any given moment. We just 

don’t know which one. 

 Now we want to look at the various probabilities that the robot could be particular regions 

of the house at a given moment. We need to talk in terms of probabilities because we have 

incomplete knowledge of the situation. We know the robot is in the house but we don’t know 

where. Probability is always expressed as a number between 0 and 1. The 0 indicates there is no 

possibility whatsoever for the event to occur, such as the event of getting tails on a double headed 

coin for instance. In our case the 0 represents the probability that the robot is not in any of the 

rooms. We know this is impossible because we have been told that the robot must at all times stay 

within the confines of the house. So there is zero or no chance that the robot is not occupying a 

room. Conversely the 1 represents an event that is certain. In our case the 1 represents the 

probability that the robot is actually in one of the rooms. This is certain given that the robot is 

definitely somewhere within the house. 

Now suppose someone asks: 

  

 We have already established there is no reason to believe it is more likely to be in 

one particular room than any other room. It is moving around the house at random, 

so there is equal likelihood from our point of view that it is located in any room. 

Since there are nine rooms in total the probability the robot is in room H is one in 

nine. We express this by using the fraction  . This same probability clearly applies 

to each of the rooms. If we ask what the probability is that it is in room F for instance it will be the 

same answer  .  

 

 

 

 

A B C 

D E F 

G H I 

What is the probability the robot is in room H?  
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 Since there are a total of four corners then there are four different ways in which 

this situation can be true. We are not referring to any specific corner but merely 

stipulating the robot is in some corner. The probability is then  .  

 

 

 

          This is  which we can express more simply as  .  

 

 

 

 

 

 In other words the top three or bottom three squares. This is  or  .  

           

We wish to apply terminology that applies to general cases. A single outcome is called a 

sample point. A sample point in this case is a room the robot is located in when we ask where is the 

robot? It can’t occupy more than one room at a time (it could be halfway between rooms but for 

simplicity we are ignoring this) so a room location is defined as a sample point of the experiment. 

The total number of sample points is called the sample space. In this case the sample space is nine, 

since we have nine rooms which constitute each of the nine sample points. The possible questions 

we can ask about the robot’s location are called events. When we ask questions such as what is the 

probability of the robot being in room H, or the probability of it being in a corner, or the left hand 

side – these are all events. In the first case, when we ask what is the probability of the robot being in 

room H the event is the same as a single sample point. In the case where we ask what is the 

probability of the robot being on the left hand side the event is a compound of 3 individual sample 

points. So: 

 

 

A B C 

D E F 

G H I 

A B C 

D E F 

G H I 

A B C 

D E F 

G H I 

What is the probability the robot is located in on of the four corners of the house? 

What is the probability the robot is on the left hand side of the house?  

What is the probability the robot is at the front or rear of the house?  

An event can be one or more sample points  
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When we represent probabilities by using fractions we want to be clear about what the 

numbers in the fractions are really referring to. The top number is the number of ways the event can 

happen, and the bottom number is all the possible outcomes. Let’s consider the simple case of a die 

(singular of dice). The probability of rolling a 3 is  . The 1 at the top is the number of ways the event 

of rolling a 3 can happen with one die. The 6 at the bottom is the total possible number of 

outcomes, which in the case of a single die is rolling the numbers 1 through to 6. If however we 

represent the probability of rolling a number less than three this will be   since there are now two 

numbers that can be rolled that constitute this event – namely the numbers one and two. Note that 

whenever we have a case such as this where the top and bottom numbers have common factors, we 

can legitimately express the fraction in a simpler form by dividing the two numbers by this common 

factor. In this case we can divide both the top and bottom numbers by two and be left with  . It is 

ok to do this since both fractions still represent the same probability of 0.3 (recurring). Remember 

fractions are nothing more than division sums that we haven’t bothered to divide.  

Suppose we had two dice and we wanted to know the probability of throwing any double 

number. 

The event throwing a double is made up of the following six sample points: 

 {1,1}, {2,2},{3,3},{4,4},{5,5},{6,6} 

The sample space of the two dice is made up of the following 36 sample points: 

{1,1}, {1,2},{1,3},{1,4},{1,5},{1,6} 

{2,1}, {2,2},{2,3},{2,4},{2,5},{2,6} 

…… 

 

{6,1}, {6,2},{6,3},{6,4},{6,5},{6,6} 

 

So the probability of throwing a double is:   

 

which simplifies to:                                                                     

 

The general form of the probability fraction then is: 
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One final point 

 At first glance it may seem restrictive to only allow only the numbers between 0 and 1 to 

represent probabilities. Surely this will not allow for all the possible values that a probability could 

take on. This is not the case however since there are actually an infinite amount of numbers 

between 0 and 1. The top half of the probability fraction can be any positive integer (whole number) 

and the bottom half can be any positive integer greater or equal to the top half (to ensure a 

probability less than or equal to one). There are an infinite amount of integers to choose from so 

therefore there are an infinite amount of fractions between 0 and 1. Infinity is sufficient to allow for 

any probability we wish to represent. 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 



24 
 

 

APPENDIX C            Averages  

The term average is typically defined as being a single number which best represents 

a set of numbers – this set of numbers being called a dataset. 

  It would be useful however to slightly expand upon this basic notion, and to 

make some important distinctions that will later prove useful to understand. The best way of 

doing this is through the use of a few simple examples.    

Example 1 

Suppose a person drives over a distance of 230 miles. Over the first 80 miles of his 

journey he drives at a constant speed of 40mph. Over the last 150 miles he drives at a 

constant speed of 50mph. What is this person’s average speed? 

 

 Answer  –    46 mph  

What does this answer actually mean in real terms though?   

It means if another person made the same journey in the same time, but could not 

change his speed at any point in the journey, then he would have to travel at 46 mph. This is 

the unique speed which has this property. It is the only constant speed which will allow one 

to complete the journey within exactly the same time duration as the person who varies his 

speed during the journey.   

To see that this is true we will work how much time each person will take. 

First the person who changes his speed. How long does he take? 

Solution        

We will deal with each part of the journey separately. 

During the first part of the journey he travels 80 miles at 40 mph. We know from 

common sense that the distance a person travels must be equal to the speed he travels 

multiplied by the time he travels at that speed. For instance if you travel at a constant speed 

of 20 mph over a period of an hour you have clearly travelled a distance of 20 miles, since 

by definition you have moved at a speed of 20 miles per hour. But if you carry on at that 

speed for another hour then you will have travelled that same distance again. So in total you 

will have travelled 40 miles. This distance is simply speed × time, i.e. 40 =  20 × 2. If you go 

on for another hour still, making a total journey time of three hours and travelling at the 

constant speed of 20mph, you will have travelled a total distance of 60 miles, since 60 = 20 

× 3. And so on.  

      So we have the formula distance = speed × time 

We can express this equation in a more concise form by using single letters instead 

of writing the complete words out each time. So the above equation can be written as: 

             s = v × t 
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where ‘s’ stands for distance travelled, ‘v’ stands for velocity (speed), and ‘t’ stands 

for time. This is simply an abbreviation to save time.  

We can choose to look at this same formula in a slightly different way however. It is 

reasonably obvious that we could perform the same operation on both sides of this equation 

and still have an equality. The equals sign means the left hand side is equal to the right hand 

side. They are the same numbers. If we have the equation c = a × b, and we know that a = 

2, and b = 7, then we know c must be equal to 14, since the left hand side is equal to the 

right hand side. In essence we are simply making the statement that 14 = 14 (if you have 

heard it said that all mathematics is a tautology this is where it comes from). So clearly if we 

do something to the left hand side, such as divide it by a number, and we do the same thing 

to the right hand side, such as dividing by the same number, then the two numbers are still 

equal. 

 We can use this basic principle to rearrange the formula. If we divide both sides of 

the equation c = a × b by the number seven we can still leave the equals sign there, since 

the two sides are still equal.   

The equation will then look like this:-       =        

However we know that in this formula b =7. So we have really just divided both sides 

of the equation by b.  

So our formula is actually:-        =            

             

However any number divided by itself is equal to one. So we can cancel the b’s on 

the right hand side of the equation and we end up with  = a  

 We have rearranged the formula, which is now expressed in terms of ‘a’. We say 

that ‘a’ is the subject of the equation. 

Going back to the formula s = v × t, we can do exactly the same thing here. Our 

original problem was to find the time taken to complete the journey, given that we already 

know the distance travelled and the speed which we travelled at. In other words we need to 

make ‘t’ the subject of the equation. And we see from the above example that all we have to 

do to achieve this is divide both sides of the equation by ‘v’. 

So our equation will then become:-      = t 

This expression makes sense. If we travel a total distance of 6 miles say and we are 

moving at 2 mph then we would take 3 hours to travel the 6 miles. 

Over the first part of the journey v = 40 mph and s = 80 miles. Therefore the time 

taken t =    hours, or put more simply 2 hours. 
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Over the second part of the journey he travels a distance of 150 miles at a speed of 

50 mph. Therefore this part of the journey will takes    or 3 hours. 

 

His total journey time is therefore five hours. 

Now consider the person moving at the constant speed of 46 mph, which we claimed 

to be the average speed of the first person.  

He travelled a total distance of 230 miles at a constant speed of 46 mph. Therefore 

using the formula t =   we get   t =   = 5 hours 

We can easily verify this is the average speed of the first person. So far we have 

simply claimed this to be true without justifying it. Average speed is simply total distance 

travelled divided by total time taken. This is simply the formula v =    which we have been 

using all along expressed in terms of ‘v’. But now we are applying it across the whole journey 

irrespective of changes in speed. Since we know the first person travelled a total distance of 

230 miles, and we now know he took a total of 5 hours to travel this distance, we can plug 

the numbers straight into the formula above. 

V =    = 46 mph 

So we have now verified conclusively that 46 mph is the average speed this person 

travelled at.  

Within this specific context then the average value simply represents the constant 

speed at which another person could complete the same journey in the same time as that of 

the person who varies his speed during the journey.  

The measure of average we are considering here is known as the arithmetic mean. 

There are other measures of average as well, the most commonly known ones are the 

median and mode. Each measure has its own appropriate domain of applicability, depending 

on the specific circumstances. The average value which will be of interest to us in this series 

of articles however will be the arithmetic mean. The arithmetic mean could quite reasonably 

be regarded as being the true average. Other measures of average might be more useful in 

particular circumstances, as they can represent data in a more useful way from the point of 

view of what the interest is. But nonetheless the arithmetic mean has a much more 

substantial meaning behind it. So from now on when I use the word average I refer 

exclusively to the arithmetic mean. 

The general formula for arithmetic mean is µ =    where the symbol  is the 

summation sign, a shorthand way of writing x1 + x2 + x3 + …. 

and the x represents the observed values. The n in the denominator (bottom half) is 

the total number of values under consideration. 
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  At first glance this doesn’t really look like the formula we just used to calculate 

the average of the car speed. We simply reasoned that the average velocity was equal to 

total distance travelled divided by total time taken. But we know that s = v × t. For the first 

part of the journey v = 40 mph and t = 2 hours, and for the second part of the journey v = 50 

mph and t = 3 hours. The total distance is then (40 × 2) + (50 × 3) = 80 + 150 = 230. The 

total time journey time is 5 hours. Therefore the formula we effectively used is     

where the 40 is effectively x1, the first observed value of speed, and the 50 is effectively x2, 

the second observed value of speed. Instead of writing 40 + 40 we wrote 40 × 2, and instead 

of writing 50 + 50 + 50 we wrote 50 × 3.  

So we can plainly see now that we unwittingly used the formula for the arithmetic 

mean!        

Let’s consider a slightly different example.  

Example 2 

Suppose someone rolls a die (singular of dice) six times with the following results:-   

  

                                       3,5,3,1,6,4 

 

If we add up his scores he has a total of:-  5 + 3 + 5 + 1 + 6 + 4 = 24  

He has rolled the die six times, so we need to divide this total score by six, which gives us 

the average score of 26 ÷ 6 = 4. 

Consistent with the previous example, the average value within this context is the 

unique number another person would have to roll six times in order to come up with the 

same total score, which in this case is the number 4. It is this number only that when 

multiplied by the total number of throws will give the exact same score as the first person.   

We need to make a further distinction however. There are actually two different types 

of averages (arithmetic means) to consider. They are the empirical average and theoretical 

average.  

To make this distinction clear consider the following example.    

 A person rolls a die six times and gets the following scores - 3,5,2,1,6,4.  

His total score for the six throws is   3 + 5 + 2 + 1 + 6 + 4 = 21     

So his average score for the six throws is:- 21 ÷ 6 = 3.5  

There is something different about these scores which was not true of the previous 

example. In this example each of the possible scores came up exactly once, that is the 

numbers 1-6 were each rolled without any repeats of the same score occurring. This makes 

it a special case. 

 Assuming we are throwing a fair die (one which isn’t biased) on any particular throw 

each of the numbers is equally likely to occur. Suppose in contrast to what we have been 

doing so far we want to represent a fair die with a number which represents the average 

value of the die itself. This is a different problem to the one we have been considering. What 
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we have been doing up until now is generating a number which we have been calling the 

average, whose value was calculated using empirical values (the numbers were actually 

rolled and not theoretical). We were talking about the average value of a dataset generated 

by the die rather than the average value of the die itself (a completely different thing).    

So if we are going to choose a number to represent the die itself, rather than 

choosing a number to represent an empirically generated dataset, how might we go about 

doing this? 

 One possible solution is to use an empirically generated sample of scores resulting 

from rolling the die a set number of times. Is this a satisfactory solution? Suppose we choose 

to roll the die six times and use the results obtained to represent the average value of that 

die. And lets say we roll - 1,2,2,1,1,2. By using the same calculational procedure as before 

we would obtain an average value equal to 9 ÷ 6 = 1.5. But we might just as easily rolled - 

5,6,6,5,5,6 – which would result in an average value of 33 ÷ 6 =  5.5. Clearly this method 

relies too heavily on chance. At least done in the manner just described. 

Suppose however we get around this problem the common sense way - by using a 

larger sample of scores. The obvious method of doing this would be to choose an arbitrarily 

large number, say 1000, roll the die that many times, and use the empirical average 

obtained to represent our theoretical average.  

But we could choose to be slightly more cunning than this. Suppose instead we roll 

the die one hundred times and make a note of the average for those 100 rolls. We then roll 

the die another 100 times and calculate the average for the two hundred rolls of the die. We 

roll the die another 100 times and calculate the average for the three hundred rolls of the die. 

And so on until we have rolled the die one thousand times. We will end up with ten average 

scores.  

But we should notice something interesting about these ten numbers. They will be 

converging toward some value. The value they will converge to is 3.5      

And this is the number we hypothetically obtained when we rolled the die six times 

and by sheer fluke obtained each possible score exactly once.  

It is not coincidence that we are converging towards this number. We are doing so 

simply because each score is equally probable. So over a sufficiently large sample of 

results, with the numbers occurring at roughly the same rate, we will eventually converge 

towards 3.5. It is not until we have a sufficiently large sample of results however that we are 

assured of doing this.  

  Just to be clear, what we are suggesting here is not simply using the 

accumulatively calculated final average value after rolling the die one thousand times, but 

rather closely inspecting all ten accumulative average values and observing the 

convergence point of this series of numbers. There are well defined analytical procedures for 

doing this exact thing, but we could simply imagine plotting a graph on a bit of paper and 

staring at it for long enough to notice how the series of numbers is converging.   

But the crucial point is this - we don’t actually have to go to all the effort of obtaining 

huge samples of empirical data in order to calculate the theoretical average value – 



29 
 

PROVIDING WE KNOW A PRIORI ALL THE RESPECTIVE PROBABILITIES OF ALL THE 

POSSIBLE SCORES! If we have this vital piece of information then we can simply add 

together the values of all the possible scores and divide by the total number of scores,  

hence obtaining the theoretical average.  

In the case of a fair die the formula is simply          =   3.5 

This special type of average is so widely used that it is given a name – the 

expectation value. It is the average value that convergence towards is always realized if 

sufficiently large samples of empirical data are considered. And it is a theoretical average, 

not an empirical one.   

By making the statement that a die has an expectation value of 3.5 we are effectively 

saying that if someone had a die which only ever rolled the number 3.5 each time, and they 

rolled it alongside the person with a normal die and added the total score each time, at the 

end of a sufficiently large number of rolls they will have pretty much the same total score as 

each other. We are regarding the number 3.5 as representing a property intrinsic to the die 

itself. This number will change however if the die is more predisposed to land on certain 

numbers (is biased).  

  We can generalize the above formula the same as we did for empirical 

averages, using the following notation:- 

 E =      where E is the expectation value, x stands for the individual values that can 

be theoretically obtained, such as the numbers on a die, and N is the total number of 

different measurements or values that can be obtained. ∑ is the summation symbol, and is 

simply a shorthand way of writing x1 + x2 + x3 + …….. 

Notice this formula has exactly the same form as the equation we used for 

calculating the empirical average, the only difference being that the numerator (top half) of 

the equation has values that are not coming from actual practically obtained results, but are 

all theoretical values that can be possibly obtained. And they occur only once (because they 

are equally probable).   

There is one final generalization we must make however.  

Suppose that instead of using one die we decide to roll two dice at a time. This 

changes the situation in a crucial way. The possible values are not all equally probable 

anymore. This is because there is more than one way of rolling certain numbers. For 

instance you could get a 4 by rolling a 1 and 3, 3 and 1, or 2 and 2. But there is still only one 

way to roll a 2, which is by rolling 1 and 1. 

So let’s list all the possible outcomes of rolling two dice along with their respective 

probabilities. 
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Possible Values                    Relative Probability 

(Sum of the Dice)                  (Number of Ways of Rolling a Particular total)  

 

2    1 

3    2 

4    3 

5    4 

6    5 

7    6 

8    5 

9    4 

10    3 

11    2 

12    1 

 

By examining these lists of numbers we can see that rolling a 5 is twice as likely as 

say rolling a 2. And rolling a 7 is 3 times more likely than rolling a 3. And so on.  

 

To roll all possible permutations of two dice exactly once would now take a total of:- 

 

1 + 2 + 3 + 4 + 5 + 6 + 5 + 4 + 3 + 2 + 1 = 36 rolls of the dice   

(Note - a permutation is an ordered combination of numbers, i.e. the numbers 2 and 

3 are a combination of numbers which have two possible permutations - 2,3 and 3,2. Strictly 

speaking combination locks should really be referred to as permutation locks, since the order 

of the digits is important. If the combination of a lock is 3,2,1 you would not expect 1,2,3 to 

work. It is the permutation (order) of digits that are important, and not just the combination 

(selection) of digits).  

But suppose someone were to roll the dice 36 times, and by some sheer fluke 

obtained each of these values exactly once. What would be the empirical average for these 

scores? 

We know from our reasoning above that this is would be a special case. It coincides 

with the theoretical average, which we are now calling the expectation value.    

We would handle this exactly the same way we did in the case of one die. Our 

formula would now be:- 

 

E  =    

  

 However we would not have to explicitly write out all the individual values in this 

manner. Since 3 + 3 = 2 × 3, and 4 + 4 + 4 = 3 × 4 and 5 + 5 + 5 + 5 = 4 × 5 etc, our formula 

could take the more concise form:-  

E=   
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We can make a further modification to this formula by exploiting the distributive law, 

which states:- 

c(a +b) = ca + cb 

(this is a standard shorthand mathematical way of writing c × (a +b) = (c × a) + (c × 

b). We are simply dropping all the multiplication signs and pretending they are still there). 

The brackets give precedent to whatever is contained within the brackets. In other 

words we deal first with whatever is in the brackets and deal with anything else after. 

 We can easily verify the distributive law by plugging in some numbers. 

If we let a = 3, b = 4, and c = 2 then:-  

-  the left hand side becomes 2× (3 + 4) = 2 × 7 = 14  

- and the right hand side becomes (2 × 3) + (2 × 4) = 6 + 8 = 14     

(The distributive law becomes particularly obvious once one remembers that 

multiplication is actually repeated addition. Translate the above into a pure addition sum and 

the basis of the distributive law jumps right out at you! It is a straightforward logical 

consequence of addition being associative. The associativity property states that it doesn’t 

matter in what order you perform addition, i.e. 4 + (3 + 7) = (4 + 3) + 7).    

    is simply the number 0.0278 expressed as a fraction. So the original formula is 

effectively nothing more than actually multiplying all the bracketed terms by the number 

0.0278, or . So expressed slightly differently we get:-   

E  =    ×  ( (1 × 2) + (2 × 3) + (3 × 4) + (4 × 5) + (5 × 6) + (6 × 7) + (5 × 8) + (4 × 9) + (3 × 

10) + (2 × 11) + (1 × 12) )  

and we can see this is a form where we can directly apply the distributive law, 

whereby our formula becomes:- 

E = (   × 2)  + (    × 3) + (  × 4) + (  × 5) + (  × 6) +(  × 7) +(  × 8) +(  × 9) +(  × 10) + 

(  × 11) +(  × 12)  

 

But we instantly recognize that the fractions on the left hand side of the brackets are 

simply the probabilities of the values on the right hand side of the brackets occurring. This is 

because the numerators of each of the fractions (the top halves) are simply the number of 

different ways that the sums of the two dice can be rolled to form that particular value (refer 

back to the lists) and the denominators of each of the fractions (the bottom halves) are the 

total number of ways that all of the numbers can be rolled. Each individual permutation itself 

is equally probable, so the difference in probabilities is simply down to how many 

permutations a particular value can be formed from.    

So if we look at the third term in the formula:-    (  × 4) 

the 3 refers to the fact that the number 4 can be rolled in 3 different ways (1,3 or    

3,1,or 2,2), 
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the 36 refers to all possible permutations of rolling two dice, 

and the 4 is simply the value of the dice being considered. 

It is exactly the same principle as when we roll just one die. The probabilities of each 

of the individual values being rolled is   , where the 1 refers to the total number of ways 

each number can occur, and the 6 refers to the entire total combination of throws, in this 

case simply reducing to the total number of possible values the die can have because we 

are dealing with one rather than two dice. 

For the case of one die we wrote E =   , but as we have seen this can 

be rewritten as    (   ×  1) + (   × 2) + (   × 3)   + (  × 4)  + (   × 5) + (   × 6) 

  

We can fully generalize this result using the following notation:- 

 E = ∑(pi xi) 

This is simply a convenient shorthand way of writing E = p1 x1 + p2 x2 + p3 x3 + p4 x4 + .…                                                                                                                  

where xi is a particular possible value, and pi is the probability associated with that value. 

This result is the general formula for expectation value. 

Note that this is exactly the same formula as the arithmetic mean equation. But we 

have simply rearranged it a bit to express it in terms of probabilities. But it is still nothing 

more than a theoretical arithmetic mean.   

  

 

 

 

 

 

 

 

 

 

 


