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             Tales of the Unexpected 

 

The Mysterious Movie 

After downloading a movie from the internet Patrick decides to burn the film onto disc. He 

activates Nero, the disk burning software, selects the downloaded movie and clicks start. The 

software responds by executing the routine which transcodes the binary ‘1’s and ‘0’s into a format 

compatible with DVD players.  

Alas! Unknown to Patrick the Nero software program has become corrupted by an 

undetected virus he picked up from his latest visit to PirateBay.com. Instead of executing the usual 

conversion routine the software outputs gibberish. The virus has basically overridden the Nero 

software algorithms with a rogue program which produces pseudo-random data. It is as if the 

software is tossing an electronic coin on each write cycle to decide whether to output a ‘1’ or a ‘0’. 

All association between the original input file (the downloaded movie) and the output file is lost. 

A few hours elapse and the conversion process finishes. The Nero software starts to burn 

the movie to disc. After a few moments the disc ejects and Patrick pops the disc into his DVD player, 

sits back in his chair, and keenly waits for The Dark Knight Rises to begin. To his great surprise, 

instead of seeing the start of this epic Christopher Nolan film, he is instead watching the starting 

credits of the movie Titanic. Horrified and dismayed Patrick sits back at his computer to find out 

what has gone wrong. He locates the downloaded movie file on his hard drive and double clicks to 

see the movie preview on Windows Media Player. Lo and behold he is watching Dark Knight Rises! 

Concluding he must have accidentally selected the wrong movie file he starts the transcoding 

process all over again. But where did the film Titanic come from he wonders? 

Sometime later the Nero software completes the entire process for the second time and 

Patrick pops the disc into his DVD player. He sits back in his chair again eagerly anticipating the 

movie he wants to watch. “Here we go” says Patrick finally, “Finally. Dark Knight Rise. I am really 

gonna enjoy this.”  

His eager anticipation quickly turns to complete dismay and horror as he sees the words The 

Return of the Pink Panther appear on his TV screen. 

 “WTF!” exclaims Patrick.     

 

 

 

 

 



4 
 

The Really Strange Game of Chess 

Adam is about to have a game of chess with his new girlfriend Susie. But there is a problem – 

he doesn’t know the rules. He is deeply embarrassed he has never learned to play, and feels that his 

new girlfriend, being the intellectual type, will look down on him for not knowing how to play the 

game. He has not had time to access a chess rule book since he spoke to his girlfriend. But no 

matter. He has come up with a plan. He will simply learn the rules as he goes along. His strategy will 

be to make a note each time of how his girlfriend moves her pieces. As the game progresses he will 

be able to move a wider variety of different pieces as she unwittingly teaches him how to play. If all 

goes according to plan he will be able to conceal the fact that he has never played before.        

Adam’s girlfriend arrives. They set up the board and the game begins. Adam is strangely 

insistent that Susie make the first move. She agrees and moves her piece. Adam takes note of how 

she moves and moves his piece in like manner. They continue in this fashion until all but two pieces 

remain on the board.  

Adam’s plan seems to be working. The game has progressed without his girlfriend noticing 

anything strange. But something is amiss. Two hours have elapsed with only two pieces on the 

board. And they have been gridlock ever since, with neither person being able to end the game. 

Adam is getting a bit bored and decides to call it a day. He tells his girlfriend he does not know how 

to play chess. Adam is astonished at the next words that come out of Susie’s mouth. 

 “I don’t know how to play chess either!” she exclaims “I was just making guesses at how to 

move the pieces in a desperate attempt to conceal the fact I couldn’t play. You didn’t say anything so 

I just carried on.”  

 “Extraordinary!” exclaims Adam, “So all along we haven’t been playing chess at all but have 

been unwittingly playing a game of our own devising!”  

“That must be the case” Susie says flabbergasted.   

Susie then notices the incredulous expression on Adam’s face suddenly deepen. 

 “What’s the matter?” enquires Susie. 

“Well it’s really an odd thing”, replies Adam, “The strange thing is we have been playing on a 

computer chess set which I thought was switched off. But I have just realized it is actually switched 

on.” 

“Well what is odd about that?” enquires Susie. 

 “The default setting which it is switched to informs the players of any illegal moves that take 

place during the game. But we have received no such warnings.” 

“Well it must be broken then” explains Susie. 

“Perhaps” says Patrick, “But I don’t think so. It is a new set. Someone gave it to me as a 

birthday present yesterday. I wouldn’t think it is broken already.” 
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“Well let’s find out” says Susie as she pulls a chess rule book out of her coat pocket (which 

she had intended on reading before coming, but due to unforeseen circumstances has not yet been 

able).  

They spend the next ten minutes or so checking to see the computer’s response to illegal 

moves. Sure enough they find it is working perfectly reliably. A red light flashes and a beep sound is 

emitted every time an illegal move is made.      

 “There is only one conclusion to draw from this” says Susie, “We have actually been playing 

a proper game of chess. We just happen to have correctly guessed how all the pieces move, as 

outrageously fluky as that may appear to be.” 

“Well that is completely impossible!” protests Adam, “It is totally impossible for such a thing 

to occur. It is not possible to make so many guesses that all strangely turn out to be correct. Surely 

you can see that?”   

“Well what you are saying is not strictly correct Adam”, contests Susie, “It is certainly highly 

improbable, but there is no logical contradiction in what has happened. Therefore the statement 

that it is impossible is too strong.”     

 “I don’t agree” retorts Adam, “Impossible is impossible, and you are just splitting hairs. It is 

ridiculous to say it is not impossible when the odds of it occurring are so overwhelmingly small, 

logical contradiction or not.  

 

Who is right? 

Is such a distinction justified? Can a meaningful difference be made between highly 

improbable events and events that in principle could never happen due to logical contradictions?  

From a purely practical standpoint there is no meaningful distinction. Like Adam says: 

“Impossible is impossible.” But this distinction becomes more important from a theoretical 

standpoint. But what kind of things fall into the latter category? One example is the proposition 2 + 2 

= 5, which is strictly impossible on logical grounds. As is the possibility of a triangle containing more 

than 180 degrees. One could of course redefine the operation of arithmetic or the number system to 

make the proposition 2 + 2 = 5 true. And we can do the equivalent of this with triangles. But this is 

trivial. The important insight is that a system of rules sufficiently well defined will prohibit certain 

possibilities on logical grounds. And these kinds of possibilities are impossible in a much stronger 

sense than possibilities that are merely unlikely to happen due to overwhelming odds.  

The scenarios described above are ludicrously unlikely. But they are not strictly impossible as 

they contain no logical contradictions. Let’s try to imagine a slightly different scenario so that we can 

better understand where Susie is coming from.   

Imagine you are extremely bored one day and decide to pass the time by writing down a 

long sequence of ‘1’s and ‘0’s on a huge piece of paper. It would be possible in principle to match 
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this binary sequence of digits to one that occurred elsewhere, such as on a CD or DVD disc for 

instance. Digital media discs contain information purely in the form of binary sequences of digits, 

that is, a long string of ‘1’s and ‘0’s. So perhaps the sequence you have written will correspond to 

part of a DVD disc containing the movie Terminator for instance.  

If your written sequence is just a few digits long, for instance - 10010110, then such a 

correspondence somewhere on the disc is pretty inevitable. But what about the sequence –  

 

100101101010011110111000101000  

 

Again quite a sure bet.  

 

What about – 

 

110010100010100010001001010001001011010100111101110001010001100101000101110010 

00101011010100010110011001001010101000101101100010101010100101010010101001010101

10100010111010100101101100100101010001010111111010010010100101001010100100101001

01010010101010000011101011101001101000010101011011101001001110100100000111010111

01101011100010101110101010001001101011001110101000001011110011101010101100101111

010010110111010101101010101100001110101010101000101110100110001010111011001010  

 

This is not so clear. Perhaps there is a correspondence. Perhaps there isn’t. But certainly it is 

not impossible. And if we include any media disc in the world then a match somewhere would seem 

highly likely.  

  

 We can see now that the two scenarios considered above could be understood in the 

context of this current situation. The important thing to realize is that at no point in the binary 

sequence does the probability of a match suddenly drops to zero – the exclusive value of probability 

strictly corresponding to impossibility. No matter how long the sequence we are considering we are 

fully entitled to allow such a match as a theoretical possibility. As we write one digit after another 

each successive digit will inflict a further blow on the chances of such a match occurring. But at no 

point can we justifiably claim there is no chance at all. And this argument does not rely on how long 

the sequence is. It could be a million, billion, trillion, or even a gazillion bazillion digits long. The 

same argument will still hold true.   

 

 This distinction between two types of impossibility – the weaker sense of impossibility by 

virtue of overwhelming odds, and the stronger sense of impossibility by virtue of strict logical 

impossibility – will become more important later. But for the time being consider one further 

scenario:-  

 

You are watching TV one evening when all of a sudden your settee rises up in the air for no 

apparent reason at all. It hovers in midair for a few seconds and then drops back on the floor 

again. 

 

In what sense is this event impossible? 
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                     Thermodynamic Entropy 
 

You have four coloured balls – blue, green, yellow, red. You also have two boxes, which we 

will call Box A and Box B. When you are not looking someone places three coloured balls in Box A 

and one coloured ball in Box B. They then ask you to guess which of the coloured balls is in Box B. 

What are your odds of correctly guessing the answer?     

 

Solution 

 There are four different ways the balls could be placed in the boxes. Any one of the four coloured 

balls could be in Box B, with the remaining balls in Box A. This situation is depicted below.   

                            Box A Combinations         Box B Combinations 

 

 

 

 

            The four possible combinations corresponding to one ball in Box B 

 

So the odds of correctly guessing the answer are one in four 

 

Your back is turned again and the same person randomly places two balls in Box A and the other two 

balls in Box B. They then ask you to guess which of the two coloured balls is in Box B. 

Now what are your odds of guessing correctly?  

 

Solution 

 

With this configuration of balls there are now a total of six different combinations. This is shown 

below. 
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  Box A Combinations         Box B Combinations  

                                                                                             

 

 

 

 

 

 

 

 

 

 

 

 

            The six possible combinations corresponding to an equal distribution of balls 

 

 

So the odds of guessing correctly are now one in six 

 

(There is a quick way to verify the total number of possibilities is indeed six. Focus on one of 

the coloured balls, say the blue ball, and take the case where the blue ball is in Box A. There are 

three other balls to consider, any one of which could accompany the blue ball in Box A. So we have a 

total of three combinations when the blue ball is in Box A – corresponding to the green, red and 

yellow ball respectively being in Box A with the blue ball. Now consider the case where the blue ball 

is in Box B. This is completely symmetrical to when the blue ball was in Box A, so we can apply 

exactly the same reasoning. We therefore have another three combinations, making a total of six 

combinations. This exhaustively covers all possible arrangements since there are no combinations 

where the blue ball is neither in Box A nor Box B. And we have considered all possible combinations 

for both of these two cases. QED) 

 

 

This next question is the toughie: 

 

 If someone places all four balls in Box A and asks you to guess the contents of Box B, what 

are your chances of guessing the correct answer?   

 

 

Solution 

Providing you are not under the influence of psychotropic drugs it is a pretty safe bet your chances 

of guessing correctly are 100%. This is because there is only one combination that conforms to this 

partitioning of the balls - place all four balls in Box A and none of the balls in Box B.   
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So what is all this telling us? 

The above results are summarized below 

 

Distribution             Odds 

  2:2    -                  one in six chance 

  3:1    -                 one in four chance  

  4:0   -                  one hundred percent chance  

 

So in a nutshell – the more ordered the balls are the more likely we are to have a better idea 

of how they are arranged between the two boxes. In other words we have a better knowledge of 

where the individual balls are located. We can regard the most ordered state as being when the balls 

are placed entirely in one box. This arrangement corresponds to certainty of knowledge - we know 

the location of each individual ball.  And we can reasonably regard the even distribution of balls as 

being the most disordered state, corresponding to the least amount of knowledge.  

But how exactly do we express this correlation between ball distributions and number of 

possible arrangements? And what is the significance of this correlation?    

 

Systems of Gas Molecules 

To answer these questions we will turn to physics, and consider a gas which has been 

confined to a container. To simplify things we will initially imagine a gas which consists of just two 

molecules.  

 

                       

 

 

 

We have arbitrarily drawn a line at the halfway point to designate two regions of the 

container. However this line does not represent a physical barrier, so the two molecules are free to 

move around the container as they please.   

1 
2 

L R 
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How many different configurations are there? 

Clearly we could have both molecules on the left, both on the right, or one either side. So we have 

three different configurations. 

How many different combinations are there? 

We could have both molecules on the left or on the right. We also have two other possibilities – 

molecule 1 on the left with molecule 2 on the right, and molecule 2 on the left with molecule 1 on 

the right. This can be expressed more succinctly with the following notation:-  

There are four combinations:  LL, LR, RL, RR   

 

Now let’s consider the case of three molecules 

 (LLL) (LLR, LRL, RLL) (LRR, RLR, RRL) (RRR)   COMBINATIONS 

 

(all L)       (2L, 1R)             (2R, 1L)        (all R)  CONFIGURATIONS 

 

So we have eight combinations corresponding to four possible configurations  

 

 

What about four molecules 

(all L)   (3L, 1R)   (2L, 2R)   (1L, 3R)   (all R)    CONFIGURATIONS 

 

       1             4              6              4            1        COMBINATIONS 

So we have sixteen combinations corresponding to five possible configurations  

 If you are at all unsure about why the number of combinations corresponding to four 

molecules is as stated above, simply refer back to the four coloured balls example. The reasoning is 

exactly the same here as it was for that previous example.    
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At this point it would be good to start using terminology consistent with thermodynamics. 

The combinations and configurations are referred to as states of the system (also if I had been 

strictly adhering to pure mathematics terminology I would have said permutations rather than 

combinations, since permutations are concerned with the order of elements in a set, whereas 

combinations are not. I hope you can forgive my sloppy terminology, but wherever I can I try to use 

words that I think people can relate to better). The combinations and configurations are different 

levels of description of the system. The combinations specify the precise locations of all the 

individual gas molecules within the system, and are referred to as the microstates. The 

configurations on the other hand are only telling us how many molecules are located within each 

region of the system. These are referred to as macrostates. Basically the macrostate level of 

description leaves out some of the details, whilst the microstate description fully specifies the 

system by providing all possible information – ie. we get to know where all the individual molecules 

are within the system.    

Before we move on we will consider one more simple thermodynamic system. This will again 

be molecules of gas in a container, but this time with the number of regions increased from two to 

three regions. We will restrict ourselves to the case of only two gas molecules however as this will 

be adequate to demonstrate the point we want to make.  

Again we want to look at the corresponding number of combinations and configurations of 

the system, or using our new terminology the number of microstates and macrostates.  

 

 

 

 

  

 

(LL)(LM, ML) (MM)(MR, RM) (LR, RL) (RR)                   MICROSTATES 

 

(all L)(1L, 1M)(all M)(1M, 1R) (1L, 1R)(allR)                  MACROSTATES         

 

So in this case we have six macrostates and nine microstates  

(Again it is fairly straightforward to check there actually are nine microstates in this system. 

Take one of the molecules – say Molecule 1. For each of the three regions Molecule 1 can occupy 

R M L 

1 
2 
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Molecule 2 has the freedom to choose any one of the three regions, making a total of nine 

microstates.)  

The only important point I want to highlight here is the very intuitive result that as we 

increase the number of regions in a system it has the same basic effect as increasing the number of 

molecules in the system; that is – it will increase the number of possible arrangements, or 

microstates. When we had two molecules in a container which was divided into just two regions we 

found there were four microstates. The same number of molecules in three rather than two regions 

increases this to nine microstates.   

 

A summary of the results developed for the two-regions systems are shown in the table below.  

 

Molecules Macrostates Microstates 

N = 2 3 4 

N = 3 4 8 

N = 4 5 16 

N N+1 2N 

                                               Summary of Results for two-Region Systems   

 

So what exactly are we observing here?  

The column on the left shows the number of molecules, the middle column the 

corresponding number of macrostates associated with this number of molecules, and the right hand 

column the corresponding number of microstates. As we can see, the number of macrostates is 

always one more than the number of molecules, and the number of microstates is 2 multiplied by 

itself N times, or 2N.    

 Look again at the list of microstates which we recorded above for the two-region systems 

with two, three and four molecules respectively: 

1,2,1               -         microstates for two molecules 

1,3,3,1           -          microstates for three molecules 

1,4,6,4,1        -         microstates for four molecules 

 

These sets of numbers may look strangely familiar to some people. They comprise three of 

the rows of a very useful mathematical construction known as Pascal’s triangle. The first few rows of 

this triangle are shown below. 
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  Each number in the triangle comes from adding together the two numbers immediately 

above it. Pascal’s triangle has a number of different uses in mathematics, but the property that 

interests us here is the correspondence between the sequence of numbers in the rows and the 

number of permutations of binary systems. The two-region systems considered above are binary 

systems by virtue of the fact they allow only two options for the molecules – each molecule can 

either be in region 1 or region 2. This is directly analogous to tossing a number of coins, where each 

coin has two options of how to land – heads or tails.  

We can see the link between the numbers of Pascal’s triangle and all possible permutations 

of tossing a specified number of coins (or any binary system) from the table below.       

 

No. of 
Coins 

Possible Results 
Pascal’s 
Triangle 

Permutations 

1 
H 
T 

1,1 2 

2 
HH 

HT TH 
TT 

1,2,1 4 

3 

HHH 
HHT, HTH, THH 
HTT, THT, TTH 

TTT 

1,3,3,1 8 

4 

HHHH 
HHHT, HHTH, HTHH, THHH 

HHTT, HTHT, HTTH, THHT, THTH, TTHH 
HTTT, THTT, TTHT, TTTH 

TTTT 

1,4,6,4,1 16 

 …etc…   

Pascal’s Triangle 
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The key point is this! – for each object we add to the system the total number of 

permutations will double. It is the rate of increase we are primarily interested in here. It is an 

exponential increase!   

Pascal’s triangle will only apply to two-region thermodynamic systems, since the numbers in 

the rows are specifying binary permutations. But we have clearly demonstrated the effects of 

increasing the number of regions with one of the examples above. We found that increasing the 

number of regions by just one, that is from two regions to three regions, caused the corresponding 

number of microstates to jump from four to nine! So again this highlights the fact that the rate at 

which the complexity of a system will increase is seemingly disproportionate to the number of 

elements we add to the system. We are looking at exponential increases. 

This is a crucial point. It is central to how the Second Law of Thermodynamics works.      

 

Irreversible Processes 

 There is another crucial point which is equally essential for understanding the second law of 

thermodynamics. That is - there is something true of microstates which is not true of macrostates: 

all the different microstates of a thermodynamic system are equally likely to occur. This is certainly 

not true of macrostates! And it is this very difference that gives the law its essential character.  

The essential character I am referring to is the irreversibility property. Think of a gas which 

has initially been confined to one corner of a room. If we leave the gas to its own devices and come 

back a short time later we will be sure to find the gas equally dispersed across the entire room. On 

the other hand, if we start with a gas equally dispersed in a room we will never come at a later point 

and discover the gas has bunched up in one of the corners. In other words the process of diffusion 

only ever happens in one direction.      

Why is this? Simply because of what was stated above – the macrostates of a system do not 

have equal probability of occurring. And we have already seen why this is. Gas equally dispersed in a 

room is one macrostate, and gas bunched up into the corner of a room is another macrostate. The 

big difference between these two macrostates is their associated number of microstates. There is 

many more of them associated with the even distributions of molecules. 

 Imagine a room divided up into tiny regions. What we are really doing is picturing the same 

situation as the simple thermodynamic systems considered above, where we looked at a few gas 

molecules confined to a container artificially divided into several regions. The only difference here is 

there are more molecules and more regions. But the same principles still apply. We have seen that 

the number of microstates per macrostate varies, and this variation depends principally on how 

‘ordered’ the macrostate is. Here we understand ‘ordered’ to mean those states where the 

molecules are bunched up into one region, or just a few restricted regions, and we understand 

‘disordered’ to mean those states where the molecules are equally distributed between all available 

regions in a system. In the latter case there are many microstates, since even distributions yield 
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many possible arrangements of molecules between the various regions. We saw this very clearly 

from the above examples. And in the case of bunched up molecules there are a minimum number of 

microstates, since there are not many ways of arranging molecules within a restricted number of 

regions. In the extreme case where all molecules are confined to one region there is only one 

microstate (think back to the coloured balls arranged in different ways between the two boxes).  

The branch of mathematics which describes these thermodynamic systems is called 

statistical mechanics.  

 

A fundamental assumption of statistical mechanics is:- 

 

              All microstates are equally likely    

 

 

This makes things simple, because we now have a direct correspondence between numbers 

of microstates per macrostate, and the probability of that macrostate occurring. If this point is not 

clear refer to Appendix B of Part One. The microstates are directly analogous to sample points and 

the macrostates are directly analogous to events. This Appendix fully explains the direct 

correspondence between the probability of a macrostate occurring and the number of microstates 

corresponding to that macrostate.      

 So if we go back to the molecules bunched into one corner of a room we can easily see now 

why the gas will distribute itself evenly across the room, given enough time to do so. It is a simple 

matter of probability. Most of the microstates of the system will correspond to the macrostates of 

even, or near even distribution. And since the individual microstates themselves are all equally likely 

to occur, the system will naturally converge towards those macrostates containing the largest 

number of microstates.  

 It is equally clear from this why the process of diffusion happens in one direction only. If the 

system starts off in a macrostate of high probability it is hardly likely to converge towards a state 

that is very unlikely to occur in the first place. It will simple settle for the state it is in and not do 

much else. It will not feel the urge to get itself into a highly improbable arrangement, with all the 

overwhelming odds stacked against it.    

 It is important to stand back for a moment and consider the broader picture. What are we 

really saying here? Intuition might have guided us into thinking the process of diffusion results from 

some unseen force - some guiding influence which is coercing the molecules to collectively behave a 

certain way. We now see this is not the case. The molecules are simply obeying the laws of 

probability. There is no kind of covert guidance system going on behind the scenes which is causing 

the observed molecular behaviour.  
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 What is the important implication of what we are saying here? It is this. The molecules 

would not be violating the laws of physics if they were to bunch up into the corner of a room from 

an initial state of even distribution – the reverse of diffusion. To see why this is imagine having a 

video camera which films a gas diffusing throughout a room from an initial state of being confined to 

a corner. We can suppose the gas is coloured so that we can directly observe this process.  If we 

were to play the video backwards we would know immediately that the video was being played in 

reverse. But suppose we zoomed in at the level of individual gas molecules. All we would see is gas 

molecules moving with a certain velocity in a certain direction. This would be completely 

indistinguishable from when the video was being played in the forwards direction. The molecules 

appear to be obeying Newtonian physics regardless of which direction we play the video. The only 

violation of course is the law of probability. But this is not a physical law in the same way as say 

gravity is a physical law. When we talk about violating the law of probability (in the context of 

thermodynamics) what we are really saying is the reverse event is exceedingly unlikely to occur. This 

is not quite the same thing as saying there is a violation of a physical law.  

 We have to be clear about the kinds of odds we are talking about however. When we 

considered the somewhat artificial examples of a few gas molecules within a container, the 

difference in probabilities between the different macrostates was not that considerable. But we saw 

how rapidly the number of microstates increased for incremental increases in molecules. In fact we 

observed an exponential increase! But consider a real gas in a real room. We are now talking of 

something in the order of 1027, or a billion, billion, billion molecules. The whoppingly whoppingly 

large number of microstates corresponding to the even distribution of molecules would 

overwhelmingly dwarf the relatively small numbers of microstates corresponding to the ordered 

macrostates - the states such as molecules bunching into a corner of a room for instance. This 

explains the one-way thermodynamic processes which invariably occur in real life situations. 

 In practical terms the reverse of diffusion would never happen. The odds against it are just 

too overwhelming. But the occurrence of such an event would not violate any laws of physics!   
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The Essence of Entropy  

What we have so far been discussing directly relates to the concept of thermodynamic 

entropy. The second law of thermodynamics refers to this concept and states:- 

 

The entropy of the universe always increases 

 

In layman’s terms entropy can be basically understood to be a synonym for disorder (in the 

context of thermodynamics). The higher the entropy of a system is the higher the disorder. But what 

exactly do we mean by disorder? Consider the diagram below. 

 

     

 

Fig 1. All possible outcomes for two, three and four coins respectively 
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At the top and bottom of the tables we see outcomes corresponding to the ordered states. 

As we move progressively towards the centre from either the top or bottom of the tables we 

observe an increasing amount of disorder. This is really showing us the meaning of disorder as 

applied to thermodynamic systems. And we can get a sense of just how quickly the disordered states 

of a system will increase with very modest increases in elements or components of a system. Look at 

the dramatic different in the number of disordered states between 2, 3 and 4 coins. Enough said. 

There is something slightly curious about the second law of thermodynamics however. Given 

that the entropy of the universe is always increasing why is it we observe so many examples of 

naturally occurring processes which appear to violate this law. Biological systems in particular 

maintain states of low entropy over extended periods of time (although many people experience an 

entropied state in their later years). So what gives? Is this really a violation of the second law of 

thermodynamics?  

Nope. The second law of thermodynamics implicitly refers to closed systems, which 

supposedly the universe is. At least that is what we assume from a thermodynamics point of view. 

Biological systems are not closed systems. There is a continual interplay between the organism and 

the external environment, extracting nutrients from soil, absorbing sunlight, eating prey etc. But if 

an area was cordoned and sealed off, with all interactions between the inside system and outside 

world prohibited (specifically no exchange of energy permitted between the closed system and the 

outside world) then the entropy of the closed system (biological organisms & closed system 

environment) would increase. Therefore biological systems do not violate the second law of 

thermodynamics – not when the environment is taken into consideration. Both the environment and 

the organism together constitute a thermodynamic system.  

Whenever we are confronted with processes which result in decreases of entropy there will 

always be some kind of force behind it. Or put another way there will be energy coming in from 

outside somewhere. Take as an example a refrigerator. This might appear to violate the second law. 

We have heat flowing from a cold body (the fridge) to a warmer body (the room). The refrigerator in 

effect is sucking heat out of its interior and expelling it into the outside environment. But the force 

working behind the scenes in this case is the compressor unit – which gets its energy from the mains 

electricity. We are not getting this heat extraction for nothing. Take the compressor away and we 

would have a clear violation of the second law (actually we wouldn’t because the fridge would 

simply stop working. But I think you get my point).      

If we briefly go back to the first section Tales of the Unexpected we were asked to 

contemplate the following situation:- 

You are watching TV one evening when all of a sudden your settee rises up in the air for no 

apparent reason at all. It hovers in midair for a few seconds and then drops back on the floor 

again. In what sense is this event impossible? 

  

So does a levitating object violate physical laws? No! The reason we don’t see objects 

levitating has nothing directly to do with Newtonian mechanics, or the first law of thermodynamics 

(law of conservation of energy). Instead it has everything to do with the second law of 

thermodynamics. In principle an object could convert its internal thermal energy into a form of 
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energy that could temporarily overcome gravity. Such an occurrence would not violate the law of 

conservation of energy! The problem relates to the fact that the entropy of the molecular 

configuration whilst levitating would be lower than the initial entropy when the object was resting 

on the ground. The process of thermal energy conversion to a more useful form of energy which 

could elevate an object would basically involve a decrease in entropy, in violation of the second law 

of thermodynamics. And as we have seen this is ruled out only by chance. In very basic terms it 

would involve the molecules of the object conspiring to move in a unified concerted fashion. Not 

impossible, but exceedingly improbable. Technically it does violate a law of physics - namely the 

second law of thermodynamics. But the point I have been trying to stress all along is that this is not a 

law in the way people traditionally think of as a physical law. To assert that a spontaneous entropy 

decrease violates the laws of physics is perhaps more of a semantic issue. It is a violation simply 

because we are choosing the word ‘law’ in relation to entropy decrease. This is a natural thing to do, 

but it is not essential. There was always a possibility that the pioneers of thermodynamics could 

have chosen a different word in place of ‘law’ in order to allow a more clear distinction between the 

probabilistic nature of entropy decrease and the standard orthodox understanding of physical laws. 

It is a mere historical fact that this did not happen.     

 

Mathematical Representation of Thermodynamic Entropy 

 Microstates increase as a result of two things:-  

 Number of molecules 

 Number of regions 

Entropy is related to microstates. The more microstates there are the higher the entropy/disorder of 

a system.  

So perhaps if we looking for a mathematical formula to represent entropy this is a good 

place to start. In fact could we not define entropy as being equal to the number of microstates? If 

more microstates means more entropy and less microstates mean less entropy then perhaps this is 

all we need.   

So lets try it:- 

Entropy = W    

where W if the number of microstates (number of ways the objects can be arranged).  

So we are currently defining the entropy to be equal to the number of microstates. Count up 

all the microstates and voila – you have the entropy. 

This is all fine and dandy. We have an equation which captures the essential attribute of 

entropy – it increases as the number of microstates increases. And we have certainly observed that 

is the case. But there is however a problem with this equation as it stands. To see why this is 

consider the two systems shown below.    
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How many microstates are there for the combined system? We know from our previous 

calculations that System A has 4 microstates and System B has 9 microstates. Therefore for every 

one of the 4 states that System A can be in System B can be in any one of its 9 states. So there are 9 

states when System A is in state 1, another 9 states when System A is in state 2, another 9 states 

when System A is in state 3, and another 9 states when System A is in state 4, making a total of 36 

states. If we were to apply our formula to this combined system we would have:-  

                                     entropy = W = 4 × 9 = 36 = entropy A × entropy B  

 Because we have so far defined the entropy of a system to be equal to the number of 

microstates of that system, then the entropy of the combined system above has an entropy of 36. 

What we have done in effect is multiply the entropy of one subsystem with the entropy of another 

subsystem, and used that result to represent the entropy of the combined system.   

We are fully entitled to view the two systems above as one system comprised of two non-

interacting subsystems. And here we have the problem. Our formula as it stands makes no account 

of the fact there is no connection between the two systems. We get the same answer whether they 

interact or not. And this can’t be right. If two systems can interact with each other the combined 

system is clearly more complex than two isolated systems. Therefore we should get a different 

answer for entropy, since entropy in part measures the complexity of a system.  

 In really basic terms we want entropy to be the same kind of property as mass. The mass of 

two objects is the sum of the two masses of each individual object. If one object is 2kg and another 

object is 3kg then the total mass is 5kg. This is true whether we regard the two objects as part of the 

same system, as for instance in the case when they are two parts of a car, or whether we regard 

them as two entirely separate objects, such as two cars for instance. Our entropy formula would give 

a different answer depending on whether we viewed the two parts as separate or as part of the 

same system. This is why we can’t use this simple formula.  
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So what we have so far is:- 

                              Total Entropy = entropy A × entropy B 

Whereas what we really want is:- 

           Total Entropy = entropy A + entropy B 

 

 We don’t want to abandon what we have done so far since it is certainly still true that 

entropy depends on the number of microstates. So we are really looking for an adjustment. What 

we actually want is a mathematical operation which converts multiplication into addition. Sound 

impossible? Not if you have read Appendix II. There we discovered a very useful property of 

logarithms which could be put to good use here. That property is:- 

 

   log(A × B) = log(A) + log(B) 

  

Voila! That is exactly what we need, since what we want is:- 

    

                        microstates (A × B) = microstates (A + B)      

 

All we have to do is change our current formula entropy = W into entropy = log W, and we 

have solved our little problem.  

 We get a free bonus included in with this. We know from our previous examples that if there 

is only one way to arrange things then this signifies a condition of complete order. Think back to the 

coloured balls at the start. When all the balls were confined to one box we considered this as the 

most ordered state possible. This is because there is only one arrangement, or microstate, 

corresponding to this macrostate. Complete order corresponds to zero disorder. And entropy is a 

direct measure of disorder, so should clearly be zero. With our original formula entropy = W we 

would erroneously get 1 instead or zero. If we had stuck with that formula at the very least we 

would have had to change it to entropy = W – 1 (this is called normalization). But we get this 

condition for free by using logarithms. This is simply because log 1 = 0. 

We haven’t yet said anything about the choice of base for the logarithm. In thermodynamics 

it is standard to choose the natural logarithm by using base e = 2.718. But there is no need to worry 

in the slightest about this minor detail. The choice of base is a matter of convenience. Everything we 

have talked about applies to logarithms of any base. If this is not clear, consult Appendix II which 

explains the reasons why.  
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We are almost done. We need just one further refinement before we are completely 

finished. We need to introduce a constant into our formula to fix the units properly. This is a very 

straightforward concept. Think about denominations of money. Sometimes we may wish to convert 

between different units of money, such as expressing a number of dollars in terms of the 

corresponding number of cents for instance. We would use a conversion formula such as shown 

below. 

   cents = K × dollars     where K = 100    

 

In mathematical parlance cents and dollars are simply different units of measurement, and 

the conversion factor K is a constant of proportionality. This conversion formula has the same effect 

as incorporating constants into physics equations. We are simply changing the units. That is all we 

are really doing when using monetary conversion formulas. When physicists use the entropy formula 

for solving physics problems they want the units to match with the rest of physics. If this was not a 

consideration there would be no need whatsoever for introducing a constant.  

This is really a trivial point from the point of view of understanding how the formula is able 

to represent entropy. It is purely a practical consideration.  

So our formula now becomes:- 

                                           Entropy = K × log W 

The standard notation used in thermodynamics for entropy is S (I don’t know why), and the constant 

K is known as Boltzmann’s constant. So we finish with:-  

 

                       

 

 

This formula deserves a box. Ludwig Boltzmann had this formula engraved on his tombstone 

because he felt it was so important.    

This equation relates the entropy S to the number of microstates corresponding to a given 

macrostate.  

 

 

 

 

S = K log W 
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Using the entropy formula 

If we go back to our previous example of two gas molecules in a container separated into 

two regions, we can now work out the entropy for this simple system. We found there were three 

macrostates and four microstates, which are listed below. 

                                Macrostates                   Microstates 

                Two molecules on the left – one microstate (LL) 

               One molecule on either side – two microstates (LR, RL) 

              Two molecules on the right – one microstate (RR)  

With a system as simple as this one it could be in any one of the above macrostates. It will 

however have a slight preference to being in the macrostate corresponding to one molecule on 

either side, since there are two ways for this to happen rather than one (a bit like having a loaded 

die). In real life systems, such as a room full of gas, the die would be considerably more loaded 

(remember the exponential increase in microstates we observed for small increase of particles and 

regions). This loads the die so much in favour of macrostates corresponding to even distributions of 

particles that we are fully justified in choosing this very macrostate. We are justified because we 

know a real life system will end up in that state. We will therefore calculate the entropy 

corresponding to even distribution of gas molecules.   

The number of arrangements W is therefore two, corresponding to the microstates LR and 

RL. The value of the Boltzmann constant is k = 1.38 × 10−23, but I have arbitrarily set this constant to 

one to make the calculations a bit simpler. This won’t change anything in a crucial way because we 

are primarily interested in comparing systems and their associated entropies. We don’t have to 

focus too much on the actual numbers the formula generates. 

As stated above we choose base e for our calculation.  

The entropy therefore is:-  

                                        S = k loge 2 = 0.693   

Next we will consider the case of four molecules in a container with two regions. Here we 

found there were 5 macrostates and 16 microstates. The macrostates had the corresponding 

numbers of microstates associated with them:- 1,4,6,4,1. In line with our previous argument we 

choose the macrostate with the highest number of microstates associated with it. This is the 

macrostate with two molecules either side, which has six microstates.   

So the entropy for this system is:- 

                    S = k loge 6  = 1.79 

As expected we have a higher value of entropy than with the container containing just two 

molecules.   
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The Strange Case of the Psychic Swindler 

Jacob has a little competition going on with a friend of his. It is a coin tossing tournament. 

They flip a coin one hundred times and place a bet on whether the coin will land heads or tails. Jacob 

bets six cents on the outcome of each throw. Therefore if he manages to guess the correct outcome 

each time he will walk off with six dollars in his back pocket. Jacob is the one who calls the coin every 

time. It is also Jacob that provides the coin that is used. And he has one which is biased. The inherent 

bias of Jacob’s coin causes it to land on heads on average two times for every three coin tosses. So 

typically there will be three consecutive results of HHT, HTH, or THH. Because of Jacob’s prior 

knowledge that the coin favours heads over tails he understandably calls heads on every single 

throw. 

 One day a mysterious psychic lady appears on the scene. She approaches Jacob and makes 

him an offer. For a small nominal fee she will give him the results of all coin tosses in advance. This 

provides Jacob with the opportunity of walking off with six dollars in his back pocket at the end of 

every tournament. The psychic lady will sit silently beside Jacob at every competition and 

telepathically communicate the outcome of the next coin flip directly into his mind just prior to the 

coin being thrown. He will simply call whichever result mysteriously pops into your head each time. 

The fee is negotiable and she leaves it to Jacob to make an offer. Jacob decides the first thing to do is 

work out an appropriate exchange rate between money and information.    

 Firstly Jacob needs to work out how much extra money he will typically gain by employing 

the psychic lady’s services. So he needs to be quite clear on how much he typically makes without 

any help from the psychic. To calculate this he considers the fact that the coin lands on heads two 

thirds of the time on average, which is the number of times he wins since he always bets on heads. 

He uses the notion of expectation value (which was covered in detail in Part One).  

Consider three consecutive throws of the coin and imagine it follows the theoretical 

distribution of two heads and one tail (consistent with calculating an expectation value). This means 

Jacob wins six cents on two of the throws and loses six cents on one of the throws. So his net profit 

for the three throws is 6 + 6 – 6 = 6 cents. What he really wants to know for calculation purposes 

however is how much profit he makes per throw of the coin. So he simply divides this total by 3 and 

gets the result 2 cents – the expectation value.    

With the psychic lady’s help he will win all the time, so will have an expectation value of 6 

cents. In other words he will make 6 cents every time the coin is thrown. Therefore if he pays the 

psychic lady 4 dollars per tournament (amounting to 4 cents per throw of the coin) he will break 

even, and he can use this breaking even point as a basis for calculating how much the information 

the psychic lady will provide to him is worth. He decides on the basis of this that the exchange rate is 

4 cents per throw. This is what the information is worth to Jacob in real terms because it is what he 

monetarily gains from the information.        

 Jacob really wants to pay slightly below the exchange rate so that he can profit from the 

psychic lady’s services. Otherwise he will simply be breaking even most of the time. So he makes her 

an offer of 3 dollars per tournament and she accepts.  
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 So Jacob turns up each week with the psychic lady, pays her 3 dollars for her troubles, and 

make on average one dollar more than he did before. Everything is sweet. 

 Alas! This femme fatale has a trick up her sleeve. She has telekinetic abilities also, and she 

intends to exploit this gift in order to make more money from Jacob. One day she approaches him 

out of the blue and demands a pay rise for her services. What is the justification for this pay rise he 

demands. She asks him to reflect on how he thinks the coin is behaving compared to before. Jacob 

thinks about this for a moment and realizes that something has changed. The coin no longer seems 

predisposed to land on heads rather than tails. In fact for a while now it has been increasingly 

behaving more and more like a fair coin with a fifty-fifty chance of landing on either heads or tails. 

 So what has happened? The psychic lady has used her telekinetic powers on the coin to 

bend it back in shape. It has as a result become a fair coin. 

So why did she do this? She did this because she reasoned that doing so would give her a 

reasonable basis for demanding more money from Jacob. She is basically reasoning that her 

information is now worth more because the coin is no longer biased. Is she correct in her reasoning? 

   

 Well the expectation value of a fair coin is zero. This is because you will typically lose about 

as much as you gain, and in the long run the two will cancel out. This means without the psychic 

lady’s help Jacob will no longer make any profit at all, but with her help he will continue to make six 

cents on every throw of the coin. Therefore the new breaking even point has gone up from four 

cents to six cents. That is what her information is now worth to Jacob. So yes, her reasoning is valid.   

The above scenario gives us a concrete down to earth example of how it is possible we can 

meaningfully quantify information – that is we can attach value to information in a meaningfully 

quantifiable way. This is important because it might not have been previously obvious we could do 

this.  

Our key insight here is this: the less knowledge one has, the more valuable the information. 

When the coin was biased Jacob had a better knowledge of the outcome of a coin toss. To see this 

more clearly imagine the coin is biased to the degree that it rarely lands on tails at all, perhaps once 

in every one million throws for instance. In this case he has almost certain knowledge of the 

outcome, and the value of the psychic lady’s information will be very low indeed, much lower than 

when the coin was predisposed to land on heads two thirds of the time. And taking this idea to the 

extreme, if the coin is double headed the information that it will land on tails on the next throw is 

worth nothing at all.  

Information theory uses this same intuition, but instead of measuring the value of 

information in dollars it measures information content in bits. 
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    Mathematical Formalism of Information 

This section follows naturally on from the discussion in Part One on Information Theory. 

The short story above illustrates the concept of average information content, relating to 

cases where we have a number of data symbols with a particular probability distribution. This will be 

considered in more detail in the next section Information Entropy. But we need to briefly go back a 

step and consider the case of information content relating to just one symbol, and try to find a 

formula which best represents this. 

Consider an information source whose symbols represent the answer to a question such as 

‘Did you watch TV last night?’ The symbols are x1 = yes and x2 = no. The probabilities of occurrence 

might be something like P(x1) = 0.95 and P(x2) = 0.05.  

The receipt of x1 removes little uncertainty and therefore conveys relatively little 

information. But the receipt of x2 contains a lot more information due to its lower likelihood of 

occurrence. Therefore we come to the following conclusion:- 

The uncertainty of a message is related to information content. The receipt of a high 

probability symbol contains little information, but the receipt of a low probability symbol contains a 

lot more information.  

To derive a formula we need two key observations:- 

i) Probability is inversely proportional to information content.  

ii) A probability of 1 (certainty) corresponds to zero information.  

And this is all we need.  

(Mathematical functions are explained in Appendix I. Of particular importance in what 

follows is how to represent functions graphically using an x and y axis. Probability was covered in 

Appendix B of Part One. This explained how probability values are represented by numbers 

between and including 0 and 1).     

We use the x-axis to represent probability and the y-axis to represent information.  

Using i) to start with, this tells us need a graph with a negative slope. The term inversely 

proportional simply tells us one variable increases the other variable decreases.  

And using ii) this simply tells us we need the point x = 1 and y = 0.    

So we could provisionally sketch a simple graph incorporating these two properties.  

This is shown below. 
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There is one problem with what we have drawn. Although it caters for the fact that 

information is inversely proportional to probability, by virtue of having a negative slope, and it 

caters for the fact that certainty contains no information, reflected by the inclusion of the point 

x = 1, y = 0, there is one feature of information it doesn’t cater for. 

Consider an information source whose symbols represent the outcomes of a coin toss. The 

symbols are x1 = heads and x2 = tails. We will consider the receipt of the symbol x2.   

 If the coin lands on heads 99 out of 100 throws the information relating to symbol x2 is 

higher than it would be for a fair coin. We would be more surprised if a tail occurred in a 

sequence of throws, so the message: the next outcome is tails contains more information. If the 

coin lands on heads 999 times out of 1000 throws there would be more information still. If it 

lands on heads 9999 times out of 10,000 throws there would be even more information …. and 

so on. The point is we never reach a maximum value of information. As we close in on the point 

probability = 0 the information content increases without limit. If we were to actually reach the 

point probability = 0 the information content would be infinite. This means the plotted graph 

can never quite reach the y-axis, which is not achievable with the straight line we have, since this 

will always intersect the y-axis somewhere (unless it is parallel to it). Basically we need to change 

the straight line into a curve. This is shown below.             
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We are now looking for an equation that will take this form when plotted between the 

values x = 0 and x = 1. We are not interested in values outside of this range since these values cover 

all possible values of probability, from absolute impossibility (0) to absolute certainty (1).  

The mathematical function which satisfies these conditions is the logarithmic function (see 

Appendix II).   

We can readily see that a logarithmic function intersects the x-axis at x = 1. This comes from 

the fact that logk 1 = 0, which follows from the fact that k0 = 1 (Appendix II). K is any number.      

 

 The logarithmic function as it stands does not quite match this graph, since it actually has 

negative y values for the x values between 0 and 1. But all we need to do is introduce a minus sign in 

front of the function, so logk x becomes –logk x. This is all explained in Appendix II on logarithms.  

Therefore our mathematical function for information is:- 

I = -logk P      

where ‘I’ denotes information content and ‘P’ denotes probability. K at this stage is any number, 

since logarithms of any base will meet all the requirements mentioned (we know from Appendix II 

the only effect of different base values is to change the slope of the graph a bit). But we still need to 

pick a base. And this will be done on the basis of what is most convenient to use. In Information 

Theory the choice k =2 is most convenient, but justification for this choice will be postponed until 

later on. 

 Before we go any further we ideally want to express this equation in a form which gets rid of 

the minus sign. This is not too difficult. In Appendix II it was shown that:- 

                                      - logk X = + logk 
 

 
 

In other words if we take the x and turn it into 
 

 
 and also change the sign of the logarithm, 

then in effect we have not changed anything. In a sense changing the sign of the logarithm undoes 

the fact we have changed x into 
 

 
 . We still have the same formula we had to begin with.  

So our formula for information can now be expressed as:- 

I = logk 
 

 
 

 

So our final formula which measures the information content of a single symbol taken from 

an information source is:- 
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          I = log2 
 

 
 

 

 

Information  Entropy 
So far we have derived a formula for the information content of an individual symbol. What 

we are most interested in is the average information content of a number of symbols. This is where 

entropy comes into the picture.  

 

Deriving a Formula For Information Entropy 

 In Part One we derived the formula for expectation value, namely 
1

i N

i ii
E PX




 where N 

is the total number of possible outcomes. We understood this to be a measure of average, 

specifically the theoretical arithmetic mean. If a die is thrown six times and just happens to land once 

on each of its six sides the arithmetic mean calculated from these results would be equal to the 

expectation value for the die. If the same die had a manufacturing error, by having say a six on two 

of its sides, the expectation value of the die will change. This is because the expectation value 

represents an intrinsic property of the die. Change some particular physical characteristic of the die 

and you will (potentially) change its expectation value. 

We want to use the formula for expectation value here. Only here we will call it source 

entropy. We are using this formula because we want to represent an intrinsic property of an 

information source. And this intrinsic property is the average information content it yields.  

The expectation value formula 
1

i N

i ii
E PX




  simply change to:- 

      

                      1

i N

i ii
H PI




  

 

It is the same formula but different notation.  
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The xi term in the original expectation value formula signifies all the available values, such as 

the numbers on a die for instance. This has been replaced by ii in the entropy formula, which 

signifies all the information values of each individual symbol. The letter H is used to stand for source 

entropy. We already have the formula I = log2 
 

 
, which we derived above. So we can stick this 

straight into the entropy formula as follows:- 

 H = ∑(Pi × log2 
 

  
)           where  log2 

 

  
 = Ii 

Now for the important point. Whenever we have a situation with equally probable outcomes 

the entropy formula will always reduce to log2 N. In the case we just looked at we can see this quite 

easily:-   

                                     H = 
 

 
 log2 2 + 

 

 
 log2 2 = log2 2 = log2 N  

where N is the total number of possible outcomes. 

This is a specific example of a more general result. Lets consider a few more examples to be sure of 

this. Suppose we have three equally likely outcomes. Each individual probability will then be 
 

 
 . The 

entropy formula will then be:- 

                       H = 
 

 
 log2 3 + 

 

 
 log2 3 + 

 

 
 log2 3   = log2 3 = log2 N  

And if we have four equally likely outcomes the formula becomes:- 

               H = 
 

 
 log2 4 + 

 

 
 log2 4 + 

 

 
 log2 4 + 

 

 
 log2 4  = log2 4 = log2 N  

This is simply happening because the sum of all the probabilities must be one. This reflects 

the fact that if we toss a coin we must get either a head or tail, or if we throw a die we must get one 

of the possible numbers 1-6, etc. So we end up adding the term:- 
 

 
 log2 N   N times, which clearly 

equals log2 N.    

It is important to remember we can only do this for cases where all probabilities are equal.  

It was stated earlier that a good choice of base for the logarithm in Information Theory is k = 

2. We are now in a position to see why this is. Since we are dealing with binary bits which can only 

have two values, then N = 2 for each source symbol. log2 2 = 1 (because 21 = 1). So the choice of base 

k = 2 will associate one bit of information to one binary digit – providing the values 0 and 1 are 

equally likely to occur. There is no necessity for this to be the case but it is certainly a convenient 

metric to use.    

This explanation may not be clear until you see an example of how it works. So to 

demonstrate this we will look at the average information content of a fair coin. The significance of 
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choosing a coin is that it can be regarded as a physical instantiation of a single binary bit. There are 

two probabilities we are interested in – the probability that a head occurs and the probability that a 

tail occurs, both of which are 
 

 
. So we can easily write out the entropy formula in explicit terms:-  

                                              H = 
 

 
 log2 2 + 

 

 
 log2 2           

We do not have to consult tables of logarithms or reach for a calculator in order to solve this 

equation. We can determine the values of the logarithmic terms by simple inspection. The term i = 

log2 2 corresponds with the equation 2i = 2 (by definition of a logarithm). Therefore i = 1. This means 

heads has an information value of one and tails has an information value of one. 

So the formula becomes:- 

                         H = ( 
 

 
 × 1) + ( 

 

 
 × 1) = 

 

 
 + 

 

 
 = 1 

Therefore the entropy of a fair coin is simply unity.  

In other words a single binary data bit will possess one bit of information – providing the 

probabilities are equal! It is always important not to confuse information bits with data bits. In 

general they are not the same. The only time they coincide is when the probabilities are all equal.  

  

We now want to consider what happens when we have a biased coin. Suppose the coin is 

biased so that the probability of getting a head is  
 

 
  and the probability of getting a tail is  

 

 
 .  The 

information corresponding to a head is log2  
 

 
 . Using a calculator this comes out to be 0.415 (since 

20.415 = 
 

 
 ). And the information corresponding to getting a tail is log2  4 = 2 (since 22 = 4). So the 

entropy this time will be:- 

                                           H = ( 
 

 
 × 0.415) + ( 

 

 
 × 2) = 0.31 + 0.5 = 0.81 

The key point to notice is the entropy has a lower value for a biased coin than a fair coin. 

And this is entirely consistent with our previous discussion. It means we are on average getting less 

information when we have a better idea of what is going to happen (think back to the section The 

Strange case of the Psychic Swindler).  

If we were to carry on in this manner calculating the entropy of a coin for different values of 

probabilities for heads and tails, and then plot the results on a graph, it would look like this:- 
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The only important point here is the fact that maximum entropy occurs when all 

probabilities are equal. 

Therefore we finally have the formula:- 

  

Hmax = log2 N 
 

 

This result will become important in the next section, where we will compare the results of 

information theory with the results from thermodynamics.  

One final point. Suppose a message is sent through a communication channel which 

represents a binary digit. This means either a 0 or 1 will be sent. The receiver of the message will 

expect either outcome with a fifty-fifty chance. Upon receiving the message he will then know which 

one of the two possible outcomes it is. Now suppose a message is sent which represents a letter of 

the alphabet. There are now 26 possibilities, and the receiver will know which of the 26 possibilities 

it is upon receiving the message. Clearly the receiver gained more information from the alphabetic 

character than he did the binary digit. He could perhaps say that the measure of information was 2 

for one and 26 for the other as this is how much uncertainty was removed in either case. Now 

suppose he receives a second letter. The number of possible two-letter sequences is 26 × 26 = 676. 

But common sense tells us that two letters should contain twice the amount of information as one 

letter, in other words 52 and not 676!  

It is this fact which further justifies our use of the logarithmic formula. We needed 

something which would turn multiplication into addition, and that is what we got.        

 

Probability 

Entropy 
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Problems of Part One Revisited 

In Part One we considered an example of a coin that was so biased that it only came up 

heads on average once in every one thousand throws. We managed to come up with a coding 

scheme which encoded in such a way that we transmitted on average 0.012 data bits per toss of the 

coin. The original sequence without encoding was million bits long, and we transmitted 12,000 bits 

on average, which meant for every bit of raw data we were typically transmitting 0.012 bits (twelve 

thousand divided by one million). 

 Although we have been saying ‘data bits per coin toss’ it is generally more correct to say 

‘data bits per symbol’. The data bits are what we actually sending down the communication channel. 

The symbols refer to the bits of raw data from the original message which hasn’t yet been coded. 

This is what the sequence of coin outcomes is supposed to represent – raw non-coded data.    

It was claimed without proof in Part One that the theoretical limit according to Shannon’s 

Source Coding Theorem was 0.0114 bits per symbol. This theorem basically allows us to use the 

entropy formula derived above as a fairly good measure of what that limit is. So let’s use it to prove 

our claim in Part One that the theoretical limit for the above problem is 0.0114 bits per symbol.     

The probability of a head is one in a thousand    PH = 
 

    
 

The probability of a tail is 1 -  
 

    
 = 

   

    
    PT = 

   

    
     

Therefore the calculated value of entropy is:- 

     H = PHlog2 
 

  
 + PT log2 

 

  
 = 

 

    
 log2 1000 + 

   

   
 log 

    

   
 = 0.0114 

And this agrees with the claim in Part One that the theoretical limit is 0.0114 

Any code which reaches this limit is called an optimal code. As stated in Part One the 

significance of an optimal code is that it transmits pure information, since all redundancy (non 

information) has been removed prior to transmission. 

 

Also, at the beginning of Part One we posed the following question:-  

Consider the following two sentences – 

i) This short sentence contains relatively little information. 

ii) This longer sentence, containing 2.8 times as many characters as the first 

sentence (excluding punctuation) possesses 2.8 times as much information 

as the first sentence. 

Are these statements correct? Which of these sentences really contains more information? The first 

sentence or the second? And if the second sentence contains more information then by how much 

more? 
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 We are now in a position to meaningfully analyze this problem. The first sentence has a total 

of 58 characters and the second sentence has a total of 164 characters (letters & spaces only). Using 

the formula we derived above:- 

                               Hmax = log2 N =  log2 27 = 4.76 bits/symbol  

We can use the Hmax formula since we are assuming all letters of the alphabet are equally likely to 

occur, and we need N = 27 to represent all 26 letters of the alphabet plus a space character. 

Therefore the total information content of the first sentence is 4.76 × 58 = 276.08 bits, and the total 

information content of the second sentence is 4.76 × 164 = 780.64 bits. And the ratio of these two 

numbers is 
      

      
 = 2.8 

So according to this calculation the statements are indeed correct. The first sentence does 

contain more information than the second sentence.   

This calculation is slightly misleading however since it certainly is not true in the English 

language that all letters are equally likely to occur. The letter ‘E’ for example is far more likely to 

occur than the letter ‘Z’. Empirical studies have yielded fairly accurate estimations of the probability 

distribution of letters of the alphabet in English sentences. If we factor this in we would find the 

information content to be 4.08 bits/symbol rather than the 4.76 bits/symbol calculated above. The 

lower value is accounted for by the fact that the symbol probabilities are not all equal. As we 

discovered above, maximum entropy exists when all probabilities are the same.   

 

What is missing? 

There is still something missing from our analysis.  

At the end of Part One we came to the conclusion that the amount of information received 

by someone depends on who is receiving it, and specifically their level of knowledge prior to receipt 

of the message. This conclusion falls squarely outside the realms of Shannon’s Information Theory. 

 

Consider the following sentence:- 

           weeble jiggery wump bump, snargle wiffle tiffle crackle snap bang twang 

This sentence has roughly the same number of characters as the first sentence above. But how much 

information does it convey? That depends on how stoned you are. But normally there is no 

intelligible information coming from this sentence. But this makes no difference to Shannon’s 

formula. Sentences of gibberish and sentences of non-gibberish have equal standing according to 

Shannon. And this can’t be right.  
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This is because Shannon presents a technical definition of information that is useful within 

the context of communications engineering. But this narrow definition does not fully capture our 

natural intuitions of to what information is.  

This is specifically because Shannon’s Information Theory does not include meaning in its 

definition. It is basically a case of all syntax and no semantics. Much of Part Three will be focussing 

on this issue.        

 

      

In Summary 

In the context of Information Theory entropy merely denotes the average information 

content of a signal sent down a communications channel. Appendix C of Part One makes it clear what 

this means. It is a measure of average called the expectation value, which in this case informs us of 

an intrinsic property of the information source – the average information content it yields.    

 A mathematical formalism of information was made possible by observing just a few key 

properties. The connection between information (in the Shannon sense) and probability makes 

information readily amenable to a mathematical treatment.   
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Section Three 
       

 

Relationship 

between Types of 

entropy  
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We have now derived two entropy formulas using principles from both thermodynamics and 

Information Theory. These are shown below for ease of reference. 

Information Theory Entropy:  H = ∑(Pi , log2 
 

  
)     

When all possibilities are equally likely this reduces to: 

 

  

 

 

Thermodynamic Entropy:   

 

 

 

 

Those with keen powers of observation might notice something interesting about this pair of 

formulas. They are the same. Essentially. The letter N in the first formula represents the number of 

different symbols used to make up a code alphabet for transmission of data over a communications 

channel, and the W in the second formula represents the number of possible ways of arranging 

molecules in a thermodynamic system. What is the connection between W and N?  

If we were to transmit information corresponding to all possible arrangements of molecules 

in a thermodynamic system we would need an alphabet of size W to do this. The reason? A 

fundamental assumption of statistical mechanics is that all microstates are equally likely. And it is 

the microstates to which W directly refers to. In Information Theory these microstates would 

constitute the raw data. When we talk about bits per symbol in Information Theory, the symbols are 

the letters of the raw data before any encoding has taken place. We learnt previously that in the 

case of equal probabilities the information bits and data bits are equal. And since all microstates are 

equally probable in thermodynamics, this makes W equal to N!        

The difference in the formulas: the choice of logarithm base and the constant in the 

thermodynamic equation, are simply due to the necessity to set the correct units for each equation. 

They are both used in different contexts so require different units.  

Other than that these two equations are the same beast.   

H = log2 N 

S = loge W 
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So what gives? How come we have arrived at the same formula in both cases despite 

deriving them within completely different contexts? In the case of thermodynamics we were 

concerned with deriving a measure of disorder of a physical system. And in the case of information 

theory we were pursuing a useful metric by which to quantify information. But in both cases we end 

up with the same result! Why is this? 

Our clue to what is going on came from the example of the coloured balls arranged in 

different ways between two boxes, which we considered right at the start. Each time a different 

arrangement was considered the question was asked: what is the probability of correctly guessing 

the arrangement?    

       It is here we see the link between information theory and thermodynamic entropy! 

 We laboured the point that the number of different ways of arranging a system could 

meaningfully be used as a measure of its state of disorder. We firmly established this fact by 

considering cases of maximum order -  such as configurations of coins consisting of all heads or all 

tails, where the number of ways of arranging these configurations reduced to one. And we saw the 

thermodynamic entropy equation yield a value of zero for systems with just one possible 

arrangement, corresponding to maximum order. This measure of entropy exactly correlates to our 

level of ignorance of microscopic properties of the thermodynamic system. And this is the crucial 

link! In a room full of gas we usually ignore the exact positions and velocities of all the individual gas 

molecules and settle for more approximate descriptions, such as density or pressure.  

So is thermodynamic entropy the same as information entropy? There are two schools of 

thought on this: yes and no. The yes people generally appeal to the similarity of the two equations to 

make their case. The no people maintain that two similar looking equations do not mean anything. 

They could still be referring to different things. Who is right?  

My current understanding leads me to believe both. To some degree. Two identical 

equations do not entail they refer to the same thing. But there is certainly a relationship. Specifically 

- Information entropy is a more general case of thermodynamic entropy. Entropy in thermodynamics 

is a specific case of ignorance - ignorance of the precise configuration of a system. Describing 

thermodynamic entropy as a measure of disorder or a measure of ignorance are really two sides of 

the same coin. The ignorance of microscopic details is precisely the thing which bestows the 

thermodynamic system with the power to be a potential source of information to an outside agent 

not in possession of all the microscopic details. Thermodynamic entropy is essentially a specific 

application of information entropy.  

No one actually claims (to my knowledge) there is no relationship between thermodynamic 

entropy and information entropy. But to some people the relationship between the two entropies is 

a mere analogy. But this is similar to saying the relationship between coins and money is a mere 

analogy. The relationship between money and specific instances of money, such as coins, is similar 

to the relationship between Information entropy and thermodynamic entropy. One is more general 

than the other.     
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What are some possible objections to this viewpoint?  

There are in fact a number of ways we can look at thermodynamic entropy, despite it being 

formally defined as a measure of the disorder of a system. For instance a system of sufficient 

complexity left to its own devices will always end up in a state of maximum entropy. And even a 

simple system will prefer a high entropy state. Also a low entropy system is identified with useful 

energy. 

 Any of these properties in principle could be used to define thermodynamic entropy. The 

choice of defining in terms of disorder is to some degree arbitrary, although useful from a practical 

standpoint. This highlights an important issue. We are always in danger of identifying physical 

phenomena with the formal definitions used, as if this captures the essential essence of what they 

truly are. Take energy for example. Energy is formally defined as the ability to do work. It is defined 

this way for practical reasons, but it doesn’t exactly tackle the issue of what energy is. Simply put – 

there is a fundamental difference between the formal definitions of something and what that 

something is.     

So perhaps we need to move towards broader and deeper concepts to tackle some kinds of 

issues. Fundamentally the issue in question is this – what is the connection between information and 

energy? This is something I want to concentrate on later. But provisionally it might be instructive to 

consider a recent physics experiment:-  

An experiment carried out by Shoichi Toyabe and his colleagues at Chuo University in Tokyo 

during 2010 was a practical realization of a thought experiment first proposed by James Clerk 

Maxwell back in 1871. 

 

 

 

 The original thought experiment consists of a container of gas separated by a partition in 

the middle. The partition has a little slide door which a demon (referred to as Maxwell’s demon) can 

open and shut at will. The gas is initially at a uniform temperature throughout both sides of the 

container. This demon has good eyesight and is consequently able to see all the individual molecules 

of the gas which surround him. His objective is to end up with fast moving molecules on one side of 

the container and slow moving molecules on the other. By controlling the little door in the middle 
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this demon is able to let through all fast moving molecules whilst keeping the slow moving 

molecules on the same side. He opens and closes the door at just the right times.  

The original thought experiment was designed to provide an example of a violation of the 

second law of thermodynamics. According to this law, by increasing the temperature on one side 

and decreasing it on the other work has to be done. And this makes sense. It is after all what a 

refrigerator essentially does. A refrigerator extracts heat from one side (the inside of the fridge) and 

transfer it to the other side (the room). Maxwell’s demon is equivalent to having a refrigerator which 

needs no source of power to work. A clear violation of the second law!  

It was later realized this thought experiment does not violate the second law of 

thermodynamics. When full account is made of the work done by the demon to discriminate 

between fast and slow moving particles, the missing energy is accounted for. The energy ultimately 

comes from the demon himself, irrespective of what method he chooses to make the discrimination. 

The curious thing about the experiment conducted by Toyabe is that there was no 

conventional transfer of energy into the system - they used video cameras to monitor the states of 

the molecules. There was no violation of the second law, because the energy taken by the cameras 

from the mains electricity was equivalent to Maxwell’s demon expending energy by deciding which 

molecules are slow and fast moving. But this does not change the fact the information itself was the 

medium through which the energy was transferred. In effect Toyabe’s team managed to convert 

information into energy!    

  

A Brief Note on Part Three 

There are still unresolved issues to deal with. Clearly we are in need of a broader definition 

of information than what is provided by Shannon’s information theory. As was highlighted above 

there is nothing in Shannon’s definition which accounts for the meaning of a message. This is 

because Shannon was providing a technical definition of information to serve a practical purpose. 

Nonetheless there are useful insights which come from this, which will be useful later.  

 In order to get a flavour of the issues in need of further discussion look back at Fig. 1, 

showing the different coin configurations. There is something funny about the use of the term 

ordered state. If we toss a number of coins up in the air they will always end up in some state. Why 

do we assign the term ordered to some states and disordered to others. The same is true of a 

container of gas. The molecules have a definite order whether they are bunched up in a corner 

somewhere or evenly distributed. Why the use of the terms ordered and disordered? The answer 

seems to be that certain configurations mean something to us. This idea needs to be looked at 

further however.  
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Appendix I        Mathematical Functions 

Functions are mathematical rules. They act on a number by performing some mathematical 

operation, such as adding three for instance, and generate a new number. As a simple example we 

can apply the rule ‘multiply by two’. If we pick the number 3 and apply this rule the result will be 6.       

We could pick a bunch of numbers, apply the rule, and make a table displaying the original numbers 

with their corresponding results. This is shown below for the simple rule ‘multiply by two’.  

   

Input Number Rule Output Number 

1 Multiply by two 2 

2 Multiply by two 4 

3 Multiply by two 6 

4 Multiply by two 8 

 

Therefore if a set of numbers is applied to the function a different set of numbers will emerge. In the 

case above the input set of numbers is {1,2,3,4} and the output set of numbers is {2,4,6,8}   

 

Another rule is ‘raise by the power of two’ or ‘square the number’. This is tabulated below for a few 

chosen numbers. 

Input Number Rule Output Number 

-8 Square the number 64 

-4 Square the number 16 

0 Square the number 0 

4 Square the number 16 

8 Square the number 64 

 

We don’t want to write ‘square the number’ each time, so we want a shorthand way of expressing 

this rule. The standard notation used is x2, where the x simply denotes the fact we can use any 

number for the function to act upon. In the table above we have used the values x = -8, x =-4, x = 0, 

x = 4 and x = 8. Using similar notation we can more succinctly represent the rule ‘multiply by 2’ by 

writing 2x instead.   

We could use the tables of values above to plot graphs of the functions. This would give us a better 

visual representation of how the function behaves for different values of input numbers. In order to 

do this we need two sets of axis which are perpendicular (at right angles) to each other. It is a 

convention in pure mathematics to label the horizontal axis as x and the vertical axis as y. The x-axis 

is corresponds to the input values and the y-axis corresponds to the output variables, again by 

convention. This is shown below for the function 2x. Since we have y values which correspond to x 
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values, the function is more fully described by y = 2x. That is, for every x value we can obtain a 

corresponding y value by multiplying the x value by the number 2.  

 

 All we need to do is take a piece of graph paper and plot the tabulated values as points as shown 

below, and then draw a line through the points to form a graph.  

 

                Graph of the function y = 2x 

            

Output numbers 

 

Input numbers 

 

 

 

Strictly speaking we only required two points of course, since the line through any two points is 

unique. But in general, where we have no prior knowledge of how the function behaves, we require 

a sufficient number of points to observe the overall behaviour of the function.   

Here is the graph plotted from the values in the second table, generated by the rule ‘square the 

number’. 

 

  

Graph of the function y = x2 
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The function y = 2x  consists of two different kinds of mathematical elements. The 2 is known as a 

constant of the function and the x and y are known as variables. The reasons for this labelling are 

quite self explanatory. The two is simply a fixed number. It remains the same no matter what input 

value we choose for the function. The x on the other hand is clearly something that varies, since we 

are free to use whatever number we choose for the function to act upon. Similarly the y value varies 

in accordance with the x value we choose; y= 6 for the input value x = 3 but y = 8 for the input value 

x = 4.      

Functions are normally a bit more complex than these simple examples, as they are usually 

composed of a number of different terms. Terms consist of variables, constants, or a combination of 

both, related to one another by multiplication and/or division operations. As an example:  

                             { 4x,  7, 
  

 
,  x } 

All four expressions contained within the brackets are terms. 

So another possible function we can have is y = 2x + x2, which is simply a compound of the first two 

functions joined together by an additions sign. Another possibility is y = 2x - x2. We could use higher 

powers of x, such as in the function y = x4 + 5x. We could add a constant, such as in the function y = 

5x7 + 3. We can have higher powers of x such as in the function y = x7 – 2x5 + 3x + 7. There are an 

unlimited number of combinations we can have, all being individual functions in their own right with 

their individual and distinct relationship between the x and y variables. In other words there are an 

infinite amount of functions we can have of this form. These kinds of functions are collectively 

classified as polynomial functions. They are built from multiplication, division, addition, subtraction 

and exponentiation alone. There are also many other kinds of mathematical functions at our 

disposal: trigonometric, hyperbolic and Bessel functions to name just a few. There are also 

logarithmic functions, which we will consider in some detail below.  

 

 

 

 

 

 

 

 



45 
 

Appendix II     Logarithms & Logarithmic Functions 

 

Definition of a logarithm 

Question 

How many 2s do we multiply to get 8? 

Answer 

2×2=4 and 4×2=8, therefore 2×2×2=8 

Therefore we need to multiply the number 2 by itself 3 times to get 8. 

So far we have been expressing this relationship by writing 23 = 8, where the number 3 is the 

exponent of the number 2. We say 2 is raised by the power of 3, which is equal to 8.  

However there is an alternative way of expressing the same relationship. We can alternatively write 

log2 8 = 3. We have simply swapped round the numbers in the manner shown below. 

23 = 8 

              

            log2 8 = 3 

  base 

                                                23 = 8                log2 8 = 3 

          exponent 

 

So we are really relabeling the exponent as the logarithm and swapping round the numbers. But it 

expresses the same relationship between the numbers 2 and 8, namely we have to multiply the 

former by itself 3 times to get the latter.  

A logarithm then is:- 

 

 

 

 

The number of times we multiply one number to get another number 
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Specifically:- 

it is the number of times we multiply this number 

                             

           log 2   8 = 3 

 

                                   to get this number  

 

We now want to combine the notion of a logarithm and a mathematical function to form what is 

known as a logarithmic function.    

The logarithmic function is of the form y = logk x, where k is a constant number and x and y are 

variables, as they can take on different values. 

We are familiar with this form of equation from above, where we considered the definition of a 

logarithm. The only difference here is we are not being specific about the values, unlike above where 

we were considering equations such as log2 8 = 3. We have replaced specific numbers like 8 and 3 

with x and y to leave it in a general form, which is consistent with our understanding of functions 

considered in the previous appendix section. The idea is, as with all functions, to understand how 

the equation behaves for different values of x.   

The only values of x which will be of interest to us here is values in the range x = 0 to x = 1. There is 

no need to consider other values for the purposes of what we are doing. We will consider a base 2 

logarithm to see how this behaves for values of x in this range, and then look at why the general 

behaviour observed for this logarithm will apply to logarithms of any base.  

To start with consider the value x = 1. The logarithmic function looks like this:- 

       y = log2 1 

which as we know from above corresponds with this:- 

2y = 1 

The corresponding value of y is 0, and this applies to any base. By definition any number raised to 

the power of 0 is 1. So 50 = 1, 760 = 1, 6930 = 1 and so on.  

The reason why it is defined in this way is not particularly important, but essentially it has to do with 

how an equation of the form kx, where k can be any fixed number, will home in on 1 as it approaches 

from either side. In other words if we start at values of x greater than zero and gradually make x 

smaller until it approaches zero the function kx will approach one. Similarly if we start with values of 

x smaller than zero (negative numbers) and increase x until it approaches zero then the function kx 
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will again approach one. The reason for this behaviour is quite straight forward. Consider this 

function when k = 3 and x = 1:- 

y = 31 = 3 

Now consider the function for k = 3 and x = 2:- 

y = 32 = 9 

And for k = 3 and x = 3:- 

y = 33 = 27 

We of course multiply by 3 each time since this is the definition of raising a number by powers. It 

really means we are multiplying the number by itself a number of times equal to the exponent. But 

we could have done this the other way round. We could have started with y = 33 and moved to y 

= 32 = 9. Doing it this way round means that rather than multiply by 3 we divide by 3 instead. So if 

we divide by 3 again we get y = 31 = 3. And if we divide by 3 again we get y = 30 = 1.  

It should be clear that the above argument applies not just in the case of k =3 but for any value of k. 

The number 3 was just used as an example but clearly we could have chosen any number and 

applied exactly the same argument. Therefore we have fully justified the definition k0 = 1.   

Now we need to consider values of x which are less than one, which is slightly more tricky.  

We first need to look at what negative exponents are. Negative exponents are way of representing 

fractions. For instance the fraction 
 

 
 can be expressed as 3-1 and 

 

 
 can be expressed as 7-1 

If we take the fraction 
 

 
 raise the 3 in the denominator to some power, say the power of 2 for 

instance then we can express this as 
2

1

3
 

 

In general                                                  
1

ax
  =  x-a  

 

Now lets go back to logarithms.  

First of all consider the case x = 
 

 
 , corresponding to y = log2 

 

 
 

which corresponds to 2y = 
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But we know that     2-1 = 
 

 
 

Therefore                 -1 = log2 
 

 
 

Now consider the case x = 
 

 
 , corresponding to y = log2 

 

 
 

which corresponds to 2y = 
 

 
 or 2y = 2

1

2
 

But we know that     2-2 = 2

1

2
 

Therefore                 -2 = log2 
 

 
 

We don’t need to consider any more examples to see what is going on here.  

It should be fairly clear that as the number in the bottom half of a fraction increases the value of the 

fraction becomes smaller and the left hand side of the equation y = log x become a larger and larger 

negative number. The list of fractions below demonstrate the decreasing size of a fraction as its 

denominator becomes larger and larger. 

 

 
 = 0.5,    

 

 
 = 0.25,    

 

  
 = 0.1,       

 

   
 = 0.01   

 

    
 = 0.0001   etc 

We use the notation:-         

1
lim 0
n n


    to express the fact that as the bottom number of a 

fraction becomes larger and larger the fraction becomes smaller and smaller. If the number n 

became infinitely large (∞) the fraction would become zero. This is called a limit. The limit of a 

fraction as n approaches infinity is zero. 

 

This means that:                0
limlog
x

x


                                             

 

In other words as x approaches zero, log x becomes an infinitely large negative number. So the limit 

of a logarithm as x approaches zero is minus infinity. It should be clear that this result does not 

depend on the base of the logarithm. The logarithmic function is plotted below for values of x 

between x = 0 and x = 1.  
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The diagram below shows the full coordinate system we are using. The point in the middle is called 

the origin. At the origin x = 0 and y = 0.  

 

 

 

 

 

 

 

 

Suppose we now consider the function y = -log x. The introduction of the minus sign simply means 

that for every value of the function y = log x we simply take its negative value. So for instance if the 

function y = log x = 7 for some value of x then the function y = -log x = -7. And if the function y = log x 

=34 for some other value of x then the function –log x = -34. And so forth. 

How would the function look if we were to plot it as we did for the function y = log x above? 

Our geometric intuitions would be correct in telling us the above graph would be reflected in the x-

axis, as shown below.    

 

 

0 
X = 1 

y = log x 

y 

x 

negative x 

positive y 

negative x 

negative y 

positive x 

negative y 

0 
x 

y 

- 

- 

+ 

+ 

positive x 

positive y 
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There is no need to specify the base of the logarithm on these graphs since this general shape will 

apply to logarithms of any base. We have already determined above that y = log 1 = 0 for any base, 

so the place where the graph intercepts the x-axis is the same for whatever base we are dealing 

with. All that happens for different values of base is a difference in the gradient of the slope.  

 

Turning Multiplication into Addition 

One of the key properties of logarithms is translating multiplication into division. This comes about 

from the following property:- 

 

                                                log(AB) = log(A) + log (B) 

 

Proof 

To start off with we will consider two numbers ‘A’ and ‘B’  both expressed as 

another number raised to a power. 

A = kx                B = ky 

Now we need the law of indices which states:-   kx × ky = k(x+y)        

The law of indices is very easy to verify by considering a specific example:- 

y 

0 x 

Y = -log x 

X = 1 
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22 = 2 × 2       23 = 2 × 2 × 2   

22 × 23 = (2 × 2) × (2 × 2 × 2)   

  = 25  

 = 2(2+3) 

Hence 22 × 23 = 2(2+3) 

and clearly this is just a specific case of the general law kx × ky = k(x+y)  

 where k = 2, x = 2, y = 3              

 

Applying this law to A and B above:- 

A × B = kx × ky = k(x+y)     

 Or simply AB = k(x+y) 

Rearranging to express in the form of logarithms:- 

A = kx                B = ky                          AB = k(x+y)   

 

x = logk A          y = logk B                   logk AB = x + y 

(   Remember (x+y) is just a number, which we could call ‘d’ for instance, 

 so AB = k(x+y) becomes AB = kd, 

which expressed in the form of logs becomes logk AB = d, 

 which is  logk AB = (x + y)   )       

 

Using the last result:- 

logk AB = x + y 

logk AB = logk A + logk B 
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(since x = logk A and y = logk B) 

Hence we have proven the result:-   

 

                                         log(AB) = log(A) + log (B) 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 



53 
 

Appendix III               Mathematical Modelling 

It should be clear from the few simple examples shown above that the number of different 

functions that can be formed in mathematics is essentially unlimited. We considered functions 

consisting of just a few terms but we are not limited in any way to the number of terms we include 

in a function. And each time we add a term to a function we change its behaviour. In other words it 

becomes another function. Another parameter we can change is the value of the coefficient, or 

constant, associated with each term. The function y = 2x2 + 3x is a different function to 2x2 + 4x, even 

though we have only changed the coefficient in the second term of the equation from three to four. 

And of course the exponents can change as well. For instance the function y = 2x2 + 3x is different to 

the function y = 2x3 + 3x. We simply changed the exponent in the first term from two to three and as 

a result made a different function.  

The manner in which we can change the parameters in functions are called degrees of 

freedom. All the different values of possible exponents, the possible choices of coefficients, and the 

number of terms in the equation all constitute different degrees of freedom. The upshot of all this is 

that in any given situation, once we have a definite notion of the kind of behaviour we want to 

mathematically model, it is pretty inevitable that we will be able to find or construct a mathematical 

function that will fully embody this behaviour. This really just follows from the fact that we have so 

many possibilities to choose from. When we derived the formula to mathematically model 

information we did this on the basis of just a few observed properties of how information behaves. 

We then simply thought up a formula which met all the necessary requirements. It was that simple. 

There is nothing really deep about it. This is not to say that in all other cases it is as straightforward 

as this to find an equation to mathematically model the observed phenomena. Sometimes 

mathematicians, scientists or engineers need to employ great ingenuity in mathematical reasoning 

to be able to do this. But we lose no real understanding by not slogging through all the details in 

such cases. We can employ heuristic reasoning to gain a meaningful insight into what is going on. 

We can simply imagine that we have an observed phenomenon and by a process of trial and error go 

through all possible combinations of constructing formulas until we get to the correct one. From a 

position of pure mathematics it is probably not a good idea to get in the habit of doing this, but if we 

are simply trying to understand the basic process of mathematical modelling – observing a 

phenomena, listing the key properties, and selecting an appropriate formula – then we do not 

compromise understanding in any crucial way by conceptualizing things in this way. We can 

effectively abstract away lots of unnecessary details and not compromise understanding in any 

crucial way. We don’t want to go to the extreme of having equations popping up out of nowhere 

without explanation, and this will not be my approach. But we can run through a process that in 

principle could be used to arrive at the correct formula, in the manner in which we did for the 

information equation. In this way we get an appreciable understanding without having to go through 

reams of complex mathematical reasoning to get to the final result. I will be taking this heuristic 

approach wherever possible in this series of articles.   
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In fact there are so many different ways of forming a function that if you drew a random 

scribble on a piece of paper it would be possible to generate some mathematical function that could 

represent the shape of the scribble, although this would require a few minor constraints on how the 

scribble was drawn.  

The really important point is that no matter how complex a function looks the basic idea is 

the same as outlined above. It is a set of rules which act on numbers (usually) to generate new 

numbers. The bigger the equation the more complex the set of rules. But that is all they are. Rules. If 

you understand the concept of a mathematical function as defined above then you understand the 

concept of a mathematical function per se.       
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Appendix IV   Mathematical Generalizations 

 

 In Part One the meaning of an exponent was explained to be a number denoting how many 

times we multiply another number by itself. For instance 23  denotes 2 × 2 × 2, the number 3 being 

the exponent specifying the fact we have multiplied the number 2 by itself 3 times. Curiously we 

used 0.415 as an exponent above. How is it possible to multiply a number by itself 0.415 times? Or 

for that matter any number which is not an integer (whole number). It is clearly not possible to do 

such a thing. But we can nonetheless attach a meaning to the concept. Let’s suppose you are given 

the problem of finding the value of 23.5, and furthermore you have no access to a computational 

device such as a calculator. You do however have pen and paper. You could easily plot a series of 

points on a piece of graph paper such as illustrated below. All you would need in order to do this is a 

few values corresponding to powers of 2 which are integer numbers.  

 

 

 

Then you could simply draw a curve which intersects all these points as shown below and 

read off the corresponding value from the y-axis. (This process is called interpolation, and is 

particularly useful in statistics.)   

 

This example provides quite a convenient and concrete conceptualization of non-integer 

exponents. It gives meaning to a concept that so far would not have any real sense at all. There is 

however a slightly more abstract understanding of this which we will eventually have to consider. 

Basically this will involve broadening the definition of an exponent further. Why is this necessary 

when we already seem to have formulated a meaningful notion of exponents? It is because 
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exponents are not always real numbers. We can have exponents that are complex numbers, 

composed of a real and imaginary part. The meaning of this will become apparent when I cover the 

topic of complex numbers, which I need to do before tackling quantum mechanics, but the bottom 

line for the moment is that sometimes in mathematics we need to generalize a mathematical 

concept in order to make full use of it in all useful contexts. Mathematical generalizations are 

extremely important in pure mathematics and I will be devoting an entire appendix section on this in 

the near future. A lot of abstract mathematics starts to make much more sense once one has got a 

grip on what this is, and it is essential in order to fully understand the mathematical formalism of 

quantum mechanics. Quantum mechanics requires the use of a mathematical entity called an 

abstract vector space, which is essential a generalization of the more familiar three dimensional 

Euclidean vector space learnt in high school. None of these details are important for now but I am 

simply raising awareness of the importance of mathematical generalizations and abstractions.     
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         Critique of the Extraordinary Claims Argument   

What is the connection between contemporary theoretical physics and spirituality? How do 

we get from quantum mechanics to near death experiences? 

Transcendental experiences have occurred throughout history. Buddhist monks have been 

meditating and levitating for years, regaling us with insights into higher levels of reality. And near 

death experiences have occurred since the time of Ancient Greece. One of the first recorded 

accounts dates back to 380 BC when Plato related in The Republic the account of a soldier describing 

his experience of the afterlife.  

Near death experiences are also a modern phenomena. In fact their occurrence seems to be 

on the increase, perhaps an inevitable consequence of improved resuscitation techniques. Can we 

draw any useful observations by reviewing past and present accounts? Are there any common 

threads?  

Well a review of available literature does reveal remarkable resemblances between 

experiences, despite them spanning considerable temporal, demographic and cultural divides. What 

are some of their common features? They include claims of a deep connection between all things, 

the illusion of space and time, observer created reality, a universe composed of vibrating energy, 

and the illusory nature of reality as perceived by humans. Recognition of the primacy of 

consciousness is also commonplace in such descriptions.  

Students of physics may recognize some of these concepts. They crop up in theoretical fields 

of study such as quantum physics, special relativity and superstring/M-theory. 

So is science finally catching up with the ancient mystics? Are modern theories pushing us 

towards a new view of things, a view fundamentally different from that currently held by much of 

Western society? In a word yes.      

Twentieth century science was nudging us towards a new paradigm. Of that there is no 

doubt. But as history has shown us, mankind tends to drag its feet when subjected to a prod from 

science that we need a new paradigm. We have been here before. An obsolete worldview without 

any real basis in science, and a dogmatic and stubborn core of people refusing to accept the rational 

and clear cut consequences of contemporary scientific theories.      

This discrepancy between science and popular perception lies at the root of all sorts of 

fallacious thinking. Take for instance the argument: extraordinary claims require extraordinary 

evidence. There is nothing wrong with this argument as it stands of course. We do have to be more 

cautious of extravagant claims. Nonetheless we need to be careful how we apply this argument. One 

of the first questions we need to ask ourselves is: What does it mean exactly for something to be 

extraordinary? Are there any nuances to discern in that word?  

Let’s take the claim that I can run the 100 metres dash in 8.58 seconds. If true that would be 

quite extraordinary - that is one second faster than the current world record! I would certainly 

expect someone being asked to accept this claim to demand compelling evidence to back it up. 

What about the claim that I can play a piece of music perfectly after hearing it just once? Again quite 
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extraordinary, and similarly deserving of compelling corroborative evidence to substantiate this self-

alleged ability of mine.      

At this point there might appear to be no meaningful distinction between the two cases. 

Even if a person subjectively argues one feat to be more impressive feat than the other, we can 

make suitable adjustments to counter this. Suppose they were being asked to accept the fact I could 

run 100 metres in 7.58 seconds? Or 6.58 seconds? At some point a person would have to concede 

something extraordinary was going on.   

So the two claims can be seen to be pretty much equivalent in degree of extraordinariness.  

Or at least equivalent in terms of how surprising they appear to be. But there is, nonetheless, a 

difference between the two claims that relates to the nature of the things they are making claims 

about. The first case challenges our knowledge of human anatomy and physiology. If I can run faster 

than a car then our current understanding of human physiology might need some revision. Perhaps 

this might involve looking at our current understanding of how fast-twitch muscle fibres work, the 

speed these muscles can utilize glucose, and all the associated metabolic processes. These kinds of 

things however are readily amenable to current scientific methods.   

On the other hand it might mean changing our definition of what it means to be human. 

Perhaps I am some kind of chimera created in a mad scientist’s laboratory by splicing together the 

DNA of a human and a cheetah. (Or maybe I am simply from the planet Krypton.) But in any event 

current science is up to the task of finding out what is going on.     

The second case is slightly different. Our knowledge of the brain, and particularly the mind-

brain relationship, is rather more tenuous than our understanding of the dynamics of muscle groups 

in the human body. So the second claim does not violate any prior reservoir of knowledge, unlike in 

the first case. Our vagueness legitimately permits some leeway into what could be considered 

possible. Put in more general terms, we cannot so readily write off a particular possibility without a 

fully comprehensive understanding of the system and processes underlying the issue in question. 

Interestingly the second case – the case of being able to play a piece of music after hearing it 

just once – is possible. We know this because it happens. A number of well documented case studies 

show people demonstrating this very ability. People who exhibit these capabilities are often high-

functioning savants. These are people who have some known form of disability or handicap, 

particularly the kind associated with some form of autistic spectrum disorder, but can display 

abilities such as having a perfect photographic memory or superhuman mental arithmetic skills (the 

movie Rain Man was a caricature of this phenomena). People displaying these kinds of savant 

abilities do seem to throw up something of a challenge to our current understanding of how the 

brain works, and invite a synthesis of these extraordinary kinds of mental abilities within a 

potentially broader framework of neuroscience.  

So in summary: both of the cases detailed above are equally extraordinary in a psychological 

sense. Or put another way are equally surprising. But the difference between them relates to the 

kind of things to which they refer. In the first case there is a direct conflict with ideas that are quite 

well established – human physiology and anatomy. In the second case there is no such conflict with 

prior knowledge. The observed phenomenon is merely uncommon, relatively unknown about, and 

not well understood. And the underlying system – the brain/mind – is not sufficiently understood to 
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identify any contradiction between what we already know from medical science and the observed 

phenomena.  

 The level of evidence required to accept that a human could run at the kind of speeds 

proposed above would arguably go beyond a mere observance of the fact. Conceivably it could 

involve searching for prosthetic limbs having some kind of inbuilt turbo capability engineered into 

them. Or an exhaustive examination of the exact physical composition, biochemistry and genetic 

make-up of the body - just to check it was in fact human and not something else. In the case of the 

extraordinary savant abilities no such checks would be required. Our knowledge of how the brain 

and mind works are not sufficiently complete to rule out these kinds of ‘superhuman’ abilities in 

humans. We don’t generally question whether high-functioning savants displaying these 

extraordinary abilities are really human.  

So the basic upshot of all this: the extraordinary claims argument would be much more apt 

in the first case – that of running at superhuman speeds – than to the second case – displaying 

superhuman mental capabilities. This is despite the fact that in a sense both types of things are 

equally surprising. 

It is of course true that the mere fact people have been known to display these 

‘superhuman’ mental abilities means by definition they are not superhuman abilities, whereas in the 

case of running at extraordinary speeds this has not been similarly demonstrated. But this does not 

change the fact that there is an element of ‘extraordinary’ present in the latter case which does not 

exist in the former case, specifically for the reason outlined above - it flies directly in the face of 

what we currently understand. We have a pretty solid grasp of human physiology and anatomy, 

certainly more so than the mind and brain. So this distinction has to be factored in when considering 

the extraordinary claims argument.   

So let’s move on to psi abilities. In what sense is this phenomenon extraordinary? To some 

people this kind of thing might appear to defy the laws of physics to the same degree as someone 

being able to dash around faster than road runner. And they have a point don’t they? Is it not the 

case that reading other people’s minds must necessarily defy the laws of physics?  

Nope. Not at all. And this is the surprise for many people. It does not defy the laws of physics 

in the least. It is perfectly consistent with them in fact. And here is why. Since the early twentieth 

century we have been living with the legacy of a strange and profound branch of physics called 

quantum mechanics. This relatively new theory has completely revolutionised our understanding of 

the world in very fundamental ways. One of the extraordinary and profound insights this theory has 

uncovered is how everything in the universe is connected at a deep fundamental level. This 

connection is far deeper than the causal connections previously suggested by Newtonian mechanics. 

In fact this deep connection strongly suggests the world of discrete objects which our human senses 

apprehend is largely illusory.  

The property I specifically refer to is quantum entanglement. Take one quantum object, an 

electron for instance, and perform a measurement on it. The act of measurement literally creates 

the property being measured, which according to quantum theory did not exist prior to 

measurement. So if we are measuring the spin of the particle for instance, prior to measurement the 

particle literally did not have a well-defined property called spin. At the instant this property is 



60 
 

created by measurement, any particle which exists in an entangled state with this first particle will 

immediately have a property called spin which is correlated to the spin value of the measured 

particle. The measurement of the first particle will bring about this correlated property 

instantaneously in the other entangled particle, irrespective of the distance separating them, which 

could in principle be from one end of the universe to the other. And we have very strong grounds to 

believe all particles in the universe are entangled with all other particles. The correlation between 

particles of the universe is not as simple as in the case of the entangled electron pair described 

above, but nonetheless is still there. The non-physical nature of this instantaneous influence 

between spatially separated particles is referred to as the property of nonlocality.                 

It is important to note that if psi abilities do exist they are not necessarily directly related to 

quantum entanglement itself. But the knowledge that the universe is intrinsically nonlocal in nature 

has a direct bearing on whether we should consider psi abilities to be contravening the laws of 

physics. Prior to quantum mechanics it certainly appeared to be the case. Objects truly seemed to be 

separate and distinct, and influences between objects could only happen by known physical forces. 

This made phenomena such as psychokinesis and telepathy look very dubious indeed, at least from 

the point of view of known scientific principles. Simply put, it was very difficult to find any 

compatibility between science and the existence of psi. But this is no longer the case. Important to 

note however is the absence of conflict does not in itself entail psi abilities do exist. But it certainly 

now seems less extraordinary if they do.  

Scientists often get a bit twitchy when quantum mechanics is used to promote new-age 

spiritual beliefs. They feel it is a case of misusing good science in order to promote pseudoscientific 

ideas. And in some respects they can have a point. We can’t legitimately make the leap from 

quantum entanglement and nonlocality to psi phenomena, as if the former proves the latter. When 

such suggestions do occur in new age and spiritual books it is indeed a misuse of good science. But 

we should nonetheless be clear that no contradiction exists between psi phenomena and known 

scientific principles. And acknowledging this fact is clearly relevant to the extraordinary claims 

argument. And it is an important point to acknowledge, since there are still people to this day who 

state, quite falsely, that psi abilities violate known physical principles.      

If psi abilities really do exist then how do we not notice this in everyday life? And what could 

be easier to test than the ability of a person to move an object with the power of their mind, or the 

ability of one person to read the thoughts of another person? If someone claims to have telekinetic 

abilities why not just ask them to bend a spoon or something to prove it? It would be very obvious if 

such phenomena exist. And it would be very testable. There would be no legitimate grounds to 

debate the existence of a phenomenon openly evident to everyone, just as there are no grounds to 

debate whether or not gravity exists.  

Well this argument presupposes that these kinds of abilities exist at a sufficient level to 

make such an argument valid. Despite the obvious fact that psi does not generally exist in this way, 

there remains at least the theoretical possibility that psi exists on a much weaker level. And if this is 

true the method of testing must necessarily be different. In a nutshell we need statistical methods. 

And this unfortunately is where the controversy kicks in. 

When statistical data methods are applied to psi research and yield positive findings, 

sceptics quickly slap it down by essentially using the argument that if you look hard enough you will 
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find a pattern in any set of numbers. This may well be true, but it is never justifiable to use this 

argument as a prima facie reason to reject statistical data. We would not do so in other contexts. 

Statistical methods are used widely in science, and when conducted in the proper manner are 

completely acceptable and valuable methods of scientific research. So each case has to be taken on 

its own merits. But just how compelling is the evidence coming from psi research? If the evidence 

really is that compelling it would surely convince the sceptics wouldn’t it? 

This is where you might be in for a surprise. The data is actually very good. It is so good in 

fact that it has convinced a number of sceptics. Sceptical psychologist Richard Wiseman is one such 

case. He conceded the evidence supporting telepathy is so good that:- 

 “…by the standards of any other area of science telepathy is proven.” 

This seems all well and good, until you hear what he says next:-  

“…but this begs the question: do we need higher standards of evidence when we study the 

paranormal? I think we do….remote viewing is such an outlandish claim that will 

revolutionize the world, we need overwhelming evidence before we draw any conclusions, 

Right now we don’t have that evidence.”  

Here we are immediately confronted with a problem. What exactly constitutes 

overwhelming evidence? Results from psi research typically yield odds of billions to one against the 

statistical deviances occurring purely by chance. In fact when meta-analysis is employed – the 

technique of combining together results of many different experiments conducted over a period of 

time to effectively form one big experiment - the results become trillions to one! This amazing result 

not only includes research into telepathy but psychokinesis as well. Psychokinesis is tested by 

employing a device known as a random number generator. This is essentially an electronic coin-toss 

emulator, producing a random ‘1’ (head) or ‘0’ (tail) via naturally occurring atomic processes. The 

basic idea is to “will” more 1’s than 0’s in an effort to end up with an uneven distribution of recorded 

states. The larger the statistical deviance the stronger the demonstration of psychokinesis. 

Sufficiently large runs of data reveal such statistical deviances taking place. And the deviances are 

statistically significant. The term statistically significant here refers to a rigid mathematical definition 

which is used to sharply delineate between statistical results which prove a hypothesis (prove by the 

standards of science) and statistical results which don’t.       

The Richard Wiseman quote above makes the point that we need overwhelming evidence 

before accepting the reality of psi. I am sure you will agree that odds of billions to one is a pretty 

good start. In fact some might argue it might constitute the overwhelming evidence to which Mr. 

Wiseman refers. But perhaps the word ‘overwhelming’ in this case means something slightly 

different. Perhaps it means going beyond statistical data, however compelling this might be, and to 

demand a dramatic demonstration of telekinetic powers – such as hurling a grand piano out of a 

window for instance using just the power of the mind.  

Unfortunately however, as pointed out above, we have no reason to believe these kinds of 

powers exist at this level (unless of course one believes Uri Geller was really bending spoons). But is 

it fair to make such demands before accepting things? Science has not progressed in this way. In 

science a hypothesis is made, predictions based on this hypothesis are formulated, and then a series 
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of experiments are conducted to test these predictions. Eventually the hypothesis will stand or fall 

depending on how well the predictions bear out. This is the scientific method. Even if you agree with 

Wiseman in principle, this does not change the fact it is not possible to conjure up more evidence 

than what exists. If we applied this to science in general we would not get anywhere. And it is a red 

herring to believe we can conclusively prove anything anyhow. Science works by induction. No 

matter how many white swans we find we can never prove all swans are white. We only need to find 

one black swan to disprove the hypothesis: all swans are white. And this is still true no matter how 

many white swans we find. In a nutshell science is a fine balance between rigour and 

reasonableness, as it should be.     

So the scientific method does make any demands you need to directly observe a 

phenomenon before accepting it as scientific fact. It is generally inferred by experimental data. 

Applying double standards in the arbitrary ad-hoc manner proposed by Wiseman is highly 

unreasonable, counterproductive, and indicative of nothing more than personal prejudice. But the 

assertion is of course that the double standards are justified by virtue of the extraordinary claims 

argument. But then we come back to the original discussion above - that we need to apply this 

argument in an intelligent way, and not use it merely from a position of personal prejudice we might 

have against a certain hypothesis. 

George Price, a research associate at the Department of Medicine at the University of 

Minnesota published an article in a prestigious scientific journal where he stated:- 

“Believers in psychic phenomena appear to have won a decisive victory and virtually silenced 

opposition….This victory is the result of careful experimentation and intelligent argumentation. 

Dozens of experimenters have obtained positive results in ESP experiments, and the mathematical 

procedures have been approved by leading statisticians….Against all this evidence, almost the only 

defence remaining to the sceptical is ignorance.” 

But like psychologist Richard Wiseman he cannot accept what he concedes is completely 

rational to accept on the basis of the evidence alone. He goes on to say:- 

“….but ESP is incompatible with current scientific theory.”  

But this latter claim is simply not true. ESP does not conflict with current scientific theory, as we 

have seen. Current scientific theory does not automatically lead to ESP, but there is certainly no 

conflict.  

Sometimes the very classifications we use in language mislead us. Classifications serve a 

practical purpose. They enable us to organize and carve up our thoughts about the world in useful 

and efficient ways. But it can also lead to misleading and stereo-typical thinking. The classification 

‘paranormal’ is a good example. In reality there is no such thing as a paranormal fact. The fact is - 

facts are facts. They are not inherently paranormal or otherwise. They are neutral. But an 

inadvertent consequence of our human tendency to associate distinct things within single categories 

is that it leads to unwarranted prejudices against certain ideas. In this case we kind of lump together 

magic and voodooism with psi and NDE research, at least on a subliminal level. But that is the wrong 

way of looking at things. If someone were to levitate in front of your very eyes, and even if you knew 

they were not attached to cables, this would still not warrant a belief in magic (I don’t actually 
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believe people do levitate, I am just using it as an example.) If any phenomena exists, even 

phenomena we currently categorize as paranormal, then this simply means the constraints of 

physics are less rigid than what we previously imagined them to be. It is neither magic nor sorcery. It 

is simply the laws of physics exposed in a way that has not been previously demonstrated or 

understood. 

 As was stated above – facts are facts. There is no such thing as a paranormal fact.    

Let’s now move on to near death experiences. In what sense is the belief in an afterlife 

extraordinary? In really basic terms we are making the claim that consciousness can exist in the 

absence of a physical substrate such as the brain. But we first need to look more closely at the 

concept of ‘physical’ and what we really mean by that word. We have known since Einstein that 

‘physical’ is not really physical at all. What we mean by physical is a manifestation of energy in a 

particular form. Mass and energy are equivalent (E = mc2), and this equation is not merely a 

numerical equivalence - matter is literally a form of energy. In ‘physical’ form energy has the 

particular characteristics which lead it to appear as solid matter to the limited human senses. And 

presumably, as a consequence of our bodies being composed of this same energy, we are able to 

physically interact with our environment in a manner that convincingly persuades us that the world 

we inhabit has a physical nature, which in reality it does not really have. String theory, although as 

yet unsubstantiated due to a lack of empirical evidence, makes the claim that everything in the 

universe is really vibrating energy. Physical matter particles according to string theory are really 

manifestations of energy vibrating in subtly different ways.  

And what is energy anyhow? Nobody knows. If this seems surprising it is probably due to a 

conflation of separate things. Knowing how something behaves and what that something is are 

separate and distinct. There are myriads of myriads of physics equations which describe energy. But 

these descriptions are description of behaviour. Nothing more. It is not garnering us with any real 

knowledge or insight into the true essence of energy and what it is.  

There is a deeper rabbit hole to consider however - an observer created reality. And here we 

are back to quantum mechanics again. The observer created reality interpretation of quantum 

mechanics is not something that everyone accepts. It is possible to wriggle out of this viewpoint by 

coming up with what I personally consider to be quite contrived sets of arguments. This is one of the 

main reasons why I wish to write some future articles on quantum theory. Ideally one has to revert 

to the very mathematical formalism underpinning quantum theory to acquire a truly impartial 

understanding - that is, one that is most free of individual interpretation and personal prejudice.      

So if there is no physical, then it is a moot point that consciousness can exist in the absence 

of a physical substrate. It already does. However we also need to account for modern theories of 

consciousness which view consciousness, rather analogously, to software in a computer. This 

basically means the emphasis is on causal structure rather than what the brain is made of. Such a 

move might be justified however since, physical or not, the brain certainly does have a causal 

structure, realized in the highly complex neural network which comprises most of the brain. And it is 

solely this causal structure according to many modern theories, which is responsible for the 

emergence of consciousness in the brain. This idea merits a lot of scrutiny however, and is 

something I want to discuss at some length later on. But most of the time people are not really 

swayed by this kind of thinking. Typically when people outright reject claims of an afterlife, it is 
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usually because they are linking what is real with what is physical, perhaps best summed up by the 

hypothetical statement:    

‘I believe in the physical material world. What I see around me in everyday life is what is real. 

I have no room in my belief system for mysterious ethereal substances that float free of the body at 

death.’  

This I believe, sums up well the basic sponsoring thought behind many peoples sceptism of 

an afterlife.    

It is a fairly common belief that neuroscience has already proven that the brain is the 

producer of consciousness. The advocates of this view will point to the many correlates of 

consciousness that neuroscience has revealed. If someone thinks a certain thought, or feels a certain 

emotion, it shows up somewhere on a PET scan. Prod the brain in certain regions and a spontaneous 

memory is invoked. In short, mental processes seem closely correlated with physical processes in the 

brain. Hence the brain produces the mind. 

 Without doubt the correlation between physical processes in the brain and mental 

processes are real. But consider a TV set. Do the correlates between the picture detail and the 

electrical signals within the TV set prove the source of the signal originates within the TV set itself? 

We know of course the source of the signal originates from the broadcasting station. But a suitably 

naïve person could potentially be fooled into believing the signal source resides within the TV set. If 

such a person were to unscrew the back of the set and apply a device such as a multi-meter or 

oscilloscope to the circuitry, electrical signal readings at certain points in the circuit would sharply 

correlate with the picture content. It would appear to someone completely lacking knowledge of 

communications technology that he had discovered the source of the signal. This of course is false. 

But a sufficiently naïve person would have no reason to suspect his findings were misleading him.  

This analogy vividly exposes the fallacy in supposing the neural correlates of consciousness 

prove that the source of consciousness is in the brain itself. The brain is perhaps instead a filter of 

consciousness. The correlates of consciousness do not lend more or less support to either hypothesis 

– the brain as a filter of consciousness or the brain as a producer of consciousness.                        

This conclusion still leaves open the possibility that the brain produces consciousness 

however. So we have to see if we can look at other sources of information to inform us one way or 

another on the matter. That is where NDE research comes into the picture. But to approach this 

research impartially one needs to accept first that we have not already proven the brain produces 

consciousness. Anyone with this preconceived notion in their head is highly unlikely to look 

objectively at the results. They will always be able to conjure up alternative explanations to explain 

the results from a materialistic standpoint, even when those arguments to any clear thinking 

impartial person are clearly of the straw clutching type.   

There is a particular debate surrounding near death experiences, a largely unnecessary one 

in my view, which focuses on the role of the brain in triggering the NDE. It is quite clear to me that 

severe disruptions in brain activity do normally play a role in triggering the experience. Take 

someone who has an NDE due to a cardiac arrest. There is generally no debate that the NDE in this 

situation is caused by physiological changes in the brain, specifically a lack of blood flow, and 
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subsequent loss of synaptic firing. No one argues for instance that the NDE is caused by a lack of 

blood flow to the big toe. In other contexts this seems to cause a problem. Debunkers of NDEs 

typically point out that test pilots experiencing G-forces of sufficient intensity will sometimes have 

an NDE type experience. Therefore, they argue, NDEs cannot be real since they are most likely 

caused by physiological changes in the brain. But that is a moot point. We already know this. But 

here we have to be careful of the word ‘caused’. In this context the word ‘caused’ really means 

‘triggered’. It does not mean ‘cause’ as in the sense that the physiological changes in the brain 

created the experience itself (to use an historical analogy, the assassination of the Austrian heir to 

the throne was responsible for triggering World War One. To claim this incident actually caused 

World War One itself would be equivalent to not understanding the historical context of the war, 

which was essentially the culmination of years of aggressive European imperialism). A test pilot who 

has all the blood drained from his head due to intense G-forces will conceivably have a similar 

experience to someone who has the blood flow to their brain interrupted by a cardiac arrest. This 

does not debunk NDEs. And there is no automatic assumption (at least on my part) that the two 

experiences are necessarily identical. But the mere possibility they are the same, or at least related, 

does not debunk NDEs in the slightest. A similar argument applies to alleged transcendental type 

experiences induced by psychotropic drugs. We have no real reason to believe a genuine 

transcendental experience cannot arise by such means. Buddhist monks who achieve higher levels of 

consciousness through intense meditation practises have on occasion been the subject of scientific 

studies which utilize brain imaging techniques to observe associated changes in brain states. And 

such changes are observed. This however was no great surprise. I doubt if anyone, including the 

Buddhist monks themselves, thought their experience was completely unrelated to associated 

changes in brain states. They don’t however use this fact to explain the experience itself in purely 

materialistic terms.  

Clearly transcendental experiences have a physical basis. But the distinction needs to be 

made been causation in the sense of triggering the event and causation in the sense of creating the 

event. 

Regarding this latter point, there is an accumulating body of evidence suggesting the brain is 

not creating the experience. One recent high profile NDE case concerns a neurosurgeon by the name 

of Dr. Eben Alexander, who contracted severe bacterial meningitis caused by the e-coli bacteria. This 

resulted in him being in a deep coma for a period of seven days with his entire neocortex region 

suffering virtually complete shutdown. This makes the case medically interesting, since the 

neocortex region is responsible for all the higher brain functions involved in perception and thinking, 

as opposed to the more primitive brain functions located further within the depths of the brain. In 

practical terms this almost mimics brain death. The case particularly attracted attention because of 

who the patient was – a top neurosurgeon who formerly lectured at Harvard university, and a 

former sceptic on such experiences. This afforded him substantial levels of media attention, 

including his story appearing on the front page of Newsweek magazine, and a large number of 

interviews conducted by various news networks, TV and radio shows. His new book: ‘Proof of 

Heaven – A Neurosurgeon’s Journey into the Afterlife’ has been out just a few weeks and has 

resulted in a sharp polarization of views. Particularly noteworthy is the response of high profile 

atheist Sam Harris, who promptly responded to the Newsweek article by stating that what Eben 

Alexander was basically describing was a DMT trip, and since Eben was not a neuroscientist, but a 
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mere neurosurgeon, he was not adequately qualified to talk about the workings of the brain and 

whether or not it was responsible for his experience. 

 How dare he make these preposterous claims! Sam deserves a slap for saying such things! 

This Eben guy has some seriously kick-ass credentials, including lecturing at Harvard University for 

fifteen years. Just check out his bulging CV:  

http://www.eternea.org/PDF/CV_Eben_Alexander_III_FACS.pdf.  

Upon reflection these qualifications are perhaps somewhat of a surprise. I was convinced that 

neurosurgeons simply hacked away at people’s brains without needing to understand how they 

worked.  

Anyhow it does not take an PhD in neuroscience to understand the miraculous nature of Eben’s 

experience. Eben himself went through all possible materialist hypotheses that could be used to 

explain his experience in materialistic terms. These are listed below.   

 

i) Primitive brain structures such as the brain stem and limbic system were responsible for 

his conscious experience in coma.           

A crap hypothesis because: The neocortex is the part of the brain which is responsible 

for complex perception and thinking processes. Primitive brain structures do not serve in 

this capacity. The distinguishing feature of the bacterial meningitis Eben was inflicted 

with was its devastating affect on the neocortex region, which was basically in shutdown 

for the duration of the coma. Hence there was no way to account for the rich, complex 

nature of his experience from primitive brain functioning alone.   

ii) A few rogue cortical neurons start firing away like there’s no tomorrow due to 

overstimulation. The effect is similar to ketamine used as an anaesthetic.    

A crap hypothesis because: The effects of ketamine anaesthetic are nothing like the 

coherent ultra-real experience Eben had during his coma. Eben knows this well since he 

observed the effects of ketamine anaesthetic on a number of his patients. 

iii) DMT type molecule secreted by primitive brain structure such as the pineal gland cause 

hallucinations. These hallucinations are what Eben experienced during his NDE. 

A crap hypothesis because: DMT acts on the auditory and visual cortex regions to         

produce its effects. But the cortex was offline. So there was nothing for the DMT to act 

upon. 

iv) Isolated bits and pieces of the cortex region might still have been active despite being 

completely overridden with bacteria.  

A crap hypothesis because: Highly unlikely due to the severity of the infection. Also CT 

scans and neurological exams revealed severe alterations in cortical functioning. Hence, 

highly unlikely to cause the ultra-real and coherent experience described by Eben.      

http://www.eternea.org/PDF/CV_Eben_Alexander_III_FACS.pdf
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v) Due to possible suppression of inhibitory neurons, specific neuronal networks containing 

excitatory neurons might have been getting somewhat over excited, with no mechanism 

to calm them down. This might be the explanation the ultra-real nature of the 

experience. 

A crap hypothesis because: The inhibitory and excitatory neurons are evenly distributed 

across the cortex region, which makes it hard to explain why the infection would 

selectively de-activate one type of neuron but not the other. 

vi) The experience might have happened as he was coming out of the coma and not while 

he was in the coma.  

A crap hypothesis because: A brain trying to splurt and splutter its way back online is 

hardly likely to give rise to the type of hyper-real lucid experience described by Eben. 

Get real. 

 

In summary: Eben’s brain was so impaired due to the aggressiveness of the meningitis 

bacteria that the current neurological models of the brain do not allow for the intricate, lucid, 

coherent, and ultra-real nature of his experience. His neocortex region was shut down. End of. 

The points above, as far as I know, are not seriously disputed by any of Eben’s medical 

colleagues. The main contention seems to be that his experience must have happened whilst he was 

coming out of the coma. Regarding this contention it is fair to put Eben’s experience within the 

context of NDEs in general. There have been many cases now of what are known as veridical NDEs, 

where observations are made during a time when the brain was definitely known to be flat lining. 

Dr. Penny Sartori (PhD), an intensive care nurse for seventeen years conducted a five year clinical 

study of near death experiences. One of the issues Sartori was trying to address in her research was 

the exact timing of these experiences. She was trying to settle the debate between the sceptics and 

non-sceptics as to whether the experiences were happening as the brain was transitioning into or 

out of unconsciousness, or whether they were happening when the brain was completely shut 

down. She seized on the fact that some veridical accounts incorporate accurate descriptions of such 

things as the surgical instruments used during operations or the resuscitation techniques performed 

whilst the patient was flat lining. The sceptics have always contended these surprisingly accurate 

descriptions were made possible by patients watching medical TV dramas such as ER, where they 

picked up the details from watching these shows. This was never a likely explanation since these 

kinds of TV programs do not give a true representation of events which happen in real intensive care 

units and operating theatres. In fact watching shows such as these under the impression they are an 

accurate source of information is highly misguided. But anyway Sartori decided to test the 

hypothesis. She used two different control groups – one group consisting of people alleging to have 

had an NDE, and the other group consisting of people who reported no such experience. The results 

couldn’t have been clearer. The people who had no experience but who were asked to guess at the 

resuscitation techniques and surgical procedures did not have the foggiest idea of what happened. 

They were not even close. So much for the ER hypothesis. The other control group on the other 

hand, those consisting of veridical NDEs, were able to provide highly accurate accounts of what 

happened during their resuscitation.          
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 As a side not there were other issues Dr. Penny Sartori addressed in her research, such as 

the effects of endorphins, abnormal blood gases or low oxygen levels - the very things typically used 

by sceptics to explain away the near death experience. Her finding lead her to make the statement:-  

 “all the current sceptical arguments against near death experiences were not supported by 

the research”.  

This has been the consistent findings of subsequent NDE studies conducted since then. The 

traditional arguments against NDEs are looking quite worn. They are simply not supported by the 

data.    

Penny Sartori’s work earned her a PhD in 2005.  

  

 

 

 

End note 

It is often claimed that the burden of proof falls squarely on believers of survival of 

consciousness at death, since science is not on their side. I would claim the opposite. The burden of 

proof falls squarely on the sceptics and materialists. Because science is not on their side.  

 

    

“Thought is real. Physical is the illusion. Ironic isn’t it.” – What Dreams May Come 

 

 

 

 

 

  


